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Functional Parallelism

User or program-level (utilized at the O/S level)
Coarse-grain parallelism
Procedure level (utilized at the process level)

Loop-level (utilized at the thread-level)

Instruction-level (utilized at the instruction-level Fine-grain parallelism




Program execution viewed as streams
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Program execution viewed as streams
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Flynn’s Classification

SISD — Single instruction stream, single data stream (uniprocessor)

SIMD - Single instruction stream, multiple data stream (vector, gpu)

MISD — Multiple instruction stream, single data stream (X)

MIMD — Multiple instruction stream, multiple data stream (multiprocessors)



Announcements

Time to start working on your paper topic.

To identify your survey topic look at ACM digital library and IEEE explore. | suggest skimming through most recent top
architecture conferences and looking at their main program :

1. International Symposium on Computer Architecture (ISCA) [ https://www.iscaconf.org/ ]

2. IEEE/ACM International Symposium on Microarchitecture (MICRO) [ https://www.microarch.org/ ]

3. IEEE International Symposium on High-Performance Computer Architecture (HPCA) [ https://hpca-conf.org/ ]

4. International Conference on Supercomputing (ICS) [ https://www.ics-conference.org/ ]

Session headings typically group related papers together.

Once you identify your topic:
1. Make sure that you can find around 10 papers or more about your selected topic.
2. Write a small paragraph describing the survey paper topic and e-mail it to me by January 26.
3. You may submit more than one topic.

| will respond accepting or rejecting your survey topic.


https://www.iscaconf.org/
https://www.microarch.org/
https://hpca-conf.org/
https://www.ics-conference.org/

Means of exploiting parallelism

Replicating

Multiple identical functional units operate simultaneously

Pipelining

Multiple functional units operate in a pipelined fashion, each
performing a different task.



Parallel Architectures

Function Parallel Data Parallel
Pipelined Basic SIMD
Superscalar Vector
VLIW GPU

Fine-grain multi-threaded



Fundamental issues in parallel processing

1. Communication

2. Synchronization

Coherence is a fundamental problem that arises from synchronization and communication.
When a value can be present in more than one location, coherence is an issue that needs to be dealt with.



Instruction-level Function Parallel Architectures

Instruction-level function parallel architectures are :

Simple pipelined architectures
Superscalar architectures

Very Long Instruction Word (VLIW)

Fine-grain multi-threaded architectures



Von-Neumann Processors
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Overview of IFP processors

Internal operating principle
of IFP processors
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Pipelined operation Parallel operation
i Y i
Pipelined processors VLIW and superscalar processors

FU: functional nnat

At pipelined operation instruction
processing is subdivided into a
number of successive subtasks, such
as instruction fetch (F), decode, (D),
execute (E) and writeback of the
result (W).

At parallel operation a number of
functional units (FU), each of them
capable of parallel operation on data
fetched from a set of registers.
Now, multiple FUs execute
instructions and write back results into
the register file in parallel.



Pipeline Stages

a: Subtasks of instruction execution

for integer register-register
a, Fetch Decode | Execute | Writeback operat ions.
b: Basic structure of an integer
pipeline
b, cache/
femory F o D E c: Timing of the execution: All the
™ pipeline stages operate like an
H Register file s truction/control assembly line with synchronous
instryction ‘  data timing of the operation. At the
beginning of every pipeline cycle
F e Diee  Buee Wge each stage accepts a new input and
at the same time it delivers its
. te o te o ote o te te: cycle time output to the next stage, except the
F D E w ot last one, which writes the result

into the specified destination.



Parallel execution of instructions in a traditional pipelined

architecture

A significant feature of pipelined
execution is that in each cycle a new
instruction can enter the pipeline.

Evidently, if an instruction has
completed the last phase of its
execution, it retires.

Thus, as many instructions can be
executed in parallel, as there are
pipeline stages.

t1 t2 ts ta ts te t7
instr. 1 F1 D1 Ei | Wi
instr. 2 F2 D> E2 | W2
instr. 3 F3 Ds Es | W3
instr. 4 Fa D4 E4 W4
instr. 5 Fs Ds Es
instr. 6 Ds De
instr. 7 Fz




Pipelining

Pipelining offers higher performance at a cost of increased hardware complexity, first employed in very
expensive super- and vector processors, around 1970.

Subsequently, they became the standard implementation of mainframes and, in the 80s, of microprocessors.

At present, pipelined execution units (such as fixed- or floating point execution units) are commonly used as
building blocks of advanced processors, like VLIW or superscalar ones.

PowerPC 601 has three pipelined execution units, each one for fixed-point, floating-point- and branch
execution. The number of required pipeline stages depends, first of all, on the kind of the operation to be
performed. Usually, two to ten stages are used.



PowerPC 601 pipeline
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Basic Structure of VLIW and Superscalar Processors

EU

EU —

EU

Register file

A common feature of VLIW and superscalar processors is
that both are made up of a number of execution units (EU),

each of them capable of parallel operation on data fetched
from a set of registers.

Now, multiple EUs execute instructions and write back
results into the

register file in parallel.



VLIW and Superscalar Processors

The VLIW approach needs very long instruction words in order to specify what each EU should do.

The necessary length of a VLIW instruction is n-times the length of a traditional RISC instruction word length, if
n EUs are presumed.

VLIW processors usually embodying of the order of ten execution units, the required word lengths are of the
order of hundreds of bits.

For instance, the TRACE VLIW family can execute 7 to 28 instructions in parallel, depending on the number of
modules incorporated (1 - 4), and has word lengths of 256 - 1024 bits (Colwell 1987).



VLIW and Superscalar Processors

Superscalar processors receive a sequential stream of conventional instructions.
The task of the Decode and issue unit to issue, in each cycle, multiple instructions for the multiple EUs.

Superscalar processors have been designed to issue two (DEC Alpha 21064, Intel Pentium), three (e.g. 1960,

PowerPC 601), four (IBM RISC/6000 or PowerPC 604), six (Power2), eight or more instructions (high-end Intel
processors).



VLIW and Superscalar Processors
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Constraints related to parallel execution of instructions

The sequential consistency of the execution is needed to guarantee the same results by parallel execution as
would be produced during a traditional sequential run.

The resource constraints, termed resource dependences, might also impose restrictions on instruction issue
and processing.

Consider a processor having two fixed-point units and a single floating-point unit, all pipelined and
capable of accepting instructions in each machine cycle. Then, not more than two fixed-point instructions

and a single floating-point instruction can be issued in each cycle.

The primary guiding principle of parallel execution is dependencies among instructions.



Constraints related to parallel execution of instructions

Constraints related to parallel
instruction execution

/\

Constraints to preserve sequential Resource constraints
consistency of execution

PN

Constraints to preserve Constraints to preserve Resource dependences
seqguential consistency of seqguential consistency of
instruction execution exception processing
v
Data and control Requirement of

dependencies precise exceptions



Dependences

Data dependences are precedence requirements between
instructions, needed to keep data, which are referenced by the
instructions, consistent with those of a sequential execution.
For instance, a precedence requirement is that a data value has

Dependences to be produced sooner than it can be used.

(Constraints)

Conditional instructions, such as conditional branches,

also impose restrictions upon the sequence of instructions,

which are referred to as control dependences.

For example, in case of a conditional branch, the choice
Data Control Resource of which succeeding path will be taken, depends on the
Dependences Dependences Dependences result of the evaluation of the referred condition.

The resource dependences, arises from the limited
availability of hardware resources.

Control dependences can be converted to data dependences using predication, but the reverse is not true.



Dependences and hazards

Dependences are inherent properties of programs:

If two instructions are data dependent they cannot execute simultaneously.
Existence of control-dependences means serialization.

Whether a dependence results in a hazard and whether that hazard actually
causes a stall are properties of the pipeline organization.

Data dependences may occur through registers or memaory.

1/12/2022 25



Dependences and hazards

The presence of the dependence indicates the potential for a hazard, but the actual hazard and the
length of any stall is a property of the pipeline. A data dependence:

Indicates that there is a possibility of a hazard.
Determines the order in which results must be calculated, and

Sets an upper bound on the amount of parallelism that can be exploited.

1/12/2022 26



A taxonomy of dependencies

Dependencies

— T,

Data dependencies Control dependencies
True data dependencies Name dependencies

Output dependencies Anti-dependencies



Data dependences

Data dependence, true dependence, and true data dependence are terms used to mean the same thing :

An instruction j is data dependent on instruction i if either of the following holds:

instruction i produces a result that may be used by instruction j, or
instruction j is data dependent on instruction k, and instruction k is data dependent on instruction i.

Chains of dependent instructions.

1/12/2022 28



Name dependences

Output dependence :

When instruction | and j write the same register or memory location. The ordering must be preserved to
leave the correct value in the register:

e addr7,r4,r3
e divr7,r2,r8

Antidependence :
When instruction j writes a register or memory location that instruction i reads :
* i:addr6,r5,r4
* j:subr5,r8,ri1

1/12/2022 29



Data Dependences through registers/memory

Dependences through registers are easy :
* |lwrl0,10(r11)
 addr12,r10,r8
* just compare register names.

Dependences through memory are harder :
 swrl0,4 (r2)
* |wr6,0(rd)
* isr2+4 =r4+0 ? If so they are dependent, if not, they are not.

Dependencies through memory are dynamic, i.e., the actual dependency can dynamically change.

Dependencies through registers are static, they do not change from one execution to the next.

1/12/2022 30



Control dependences

An instruction j is control dependent on i if the execution of j is controlled by instruction i.
l:Ifa<b

j: a=a+l; jiscontrol dependentonl.

An instruction that is control dependent on a branch cannot be moved before the branch so that
its execution is no longer controlled by the branch.

An instruction that is not control dependent on a branch cannot be moved after the branch so that
its execution is controlled by the branch.

1/12/2022 31



Three Generic Data Hazards

Read After Write (RAW)
Instr, tries to read operand before Instr, writes it

I: add rl,r2,r3
< J: sub rd4,rl,r3

Caused by a true dependence in the program.

1/12/2022
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Three Generic Data Hazards

Write After Read (WAR)
Instr, writes operand before Instr, reads it

I: sub r4,rl,x3
< J: add rl,r2,r3

K: mul r6,rl,r7

Caused by an anti-dependence in the program.
This results from reuse of the name “r1”.

1/12/2022 33



Three Generic Data Hazards

Write After Write (WAW)
Instr, writes operand before Instr, writes it.

I: sub rl,r4,r3
J: add rl,r2,r3
K: mul r6,rl,r7

Caused by an output dependence in the program. This results from the reuse
of name “r1”.

1/12/2022 34



Another taxonomy of dependences

Consider the program fragment:

while (..)
{

i: XxX=x+1;
}

When a dependence occurs between
two instructions at different iterations,

the dependence is said to be loop-carried.

E.g. Instruction i is loop-carried true data
dependent on instruction i.

Instruction i at iteration x is true data dependent on
instruction i at iteration x-1.

Instruction i at iteration x is output dependent on all instances
of itself from iteration 1 to x-1.

Instruction i at iteration x+1 is anti-dependent on instruction at
iteration x.

All instances of i are control-dependent on the loop-back edge
controlling branch.

Loop-back edge controlling branch needs to be data dependent
on some instruction in the loop body.



Another taxonomy of dependences

Dependencies

N

Loop-carried Sequential
(recurrences)
Data dependencies Control dependencies Data dependencies Control dependencies

Note the repetition in the taxonomy!



Yet another taxonomy of dependences

Dependencies

T

Kind Involved data

/ Register Memory
Loop-carried (static) (dynamic)

(iterative, recurrences) Sequential

N\

Data dependencies Control dependencies  Data dependencies Control dependencies



Data dependence graph

Consider a straight line code sequence, such as shown in Figure 5.2.7. All the dependences among
the instructions can be represented by a directed graph.

il:load rl, a
i2:loadr2, b
i3:add r3,r1, r2
i4: mulrl,r2, rd4
i5:divrl, r2, r4

The graph has a node for each instruction considered. Directed
arcs indicate dependences (precedence relations) between
instruction pairs. In additional, as a clarification, each arc is
labelled ###t, ###a or ###o for denoting true (RAW), anti
(WAR) or output (WAW) dependence, respectively.




Frequency of conditional branches

The compiled data indicate that general purpose code have a very high percentage of branches,
which can amount to 20 - 30 %.

By contrast, in scientific floating point programs we can expect much fewer branches, the
probable frequencyis as low as 5 - 10 %.

The ratio of unconditional branches and the total number of branches seems to be quite stable
in different programs, remaining within the range of 75 - 85 %. As a consequence, the expected
frequency of unconditional branches in general purpose code is about 20 %, whereas in
scientific programs it is merely 5 -10 %.

This means that as far as IFP processors are concerned, control dependences constitute a more
serious hurdle in speeding up a general purpose code than a scientific one. A further
consequence is that in considering conditional branches, it makes more sense to distinguish
between general purpose and scientific code than discussing average values.



Impact of issue rate on the frequency of conditional branches

IC IC JC
I
scalar issue IC IC IC
i
IC IC IC
superscalar (or VLIW) issue | with 3 intructions/issue
JC JC JC

|

r —>

H

JC: conditional branch

with 6 intructions/issue H

Frequent conditional branches, impose a
heavy performance constraint on IFP
architectures.

This is due to the fact that IFP processors
can boost performance mainly by executing
more and more instructions in parallel.

Increased parallel execution, on the other
hand, forces multiple instruction issue, in
order to feed multiple execution units
properly. However, the more instructions
will be issued, on the average, in each cycle,
the higher the probability is to encounter a
conditional branch, that is a control
dependence, during an instruction issue.



Control-flow graph (CFG)

b:ifa<b
itx=a+1 jix=b*2
kiz=z+1

l:w=2z+Xx

Like data dependences, control dependences
can also be represented by directed graphs.

Although, there are several slightly differing
interpretations and designations, basically, in
order to represent control dependences, nodes
with two successors are introduced.

The outgoing arcs now represent the true (T)
and the false (F) path, and are usually labelled
accordingly, with T and F.

Each node is a sequence of instructions, called
a basic block. A basic block is terminated by a
conditional or unconditional branch.



Independence

When two instructions are not dependent, we refer to them being independent.

b:ifa<b
iix=a+1 jix=b*2
k:z=z+1

l:w=2z+Xx

Instructions i and j are control dependent (CD) on branch b.

Instructions k and | are control-independent (Cl) of branch
instruction b.

Instruction k is data independent (DI) of i and j,
i.e., they are control-independent data-independent
(CIDI).

Instruction | is control-independent, data dependent
(CICD).



Scheduling

Scheduling is an ordering of instructions for parallel execution by watching dependency requirements as well
as exception requirements of programs.

It can be done statically as is the case for VLIW instruction execution, or, dynamically as is the case for
superscalar processors.



Basic approaches to instruction scheduling

During the static scheduling the compiler reorganizes a code in order to avoid dependences, but beyond that, it
also performs a code optimization to expose as much parallelism to the architecture as possible.

In contrast, dynamic scheduling is performed by the architecture. For this reason, the processor maintains,
typically, two gliding windows: the issue and execution window.

We are now ready to discuss statically scheduled IFP processors, namely, VLIW architectures.



Instruction scheduling

Static scheduling Dynamic scheduling

accomplished by the compiler accomplished by the processor

Input code Input code
- 1 [
1 Software - SSUe
window —_ window
= Instruction —— Instruction to be
T — T = issue unit issued
compiler —- ofthe | = == Execution
- processor T window
U L Instruction in
execution

A _—
— | |

' Dependence free

Dependence free code

and optimized code

for a VLIW for a pipelined  for a superscalar
processor processor

for a super-
scalar or
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