SIMD/MIMD Classification of Computers

Mike Flynn, “Very High Speed Computing Systems,” Proc. of the IEEE, 1966

SISD: Single instruction operates on single data element

SIMD: Single instruction operates on multiple data elements
* Array processor
* Vector processor

MISD: Multiple instructions operate on single data element

* No close examples.
MIMD: Multiple instructions operate on multiple data elements (multiple instruction
streams)

* Multiprocessor

* Multithreaded processor



SISD Parallelism Extraction Techniques

We have already seen
* Qut-of-order execution using Tomosulo’s algorithm.

Are there simpler ways of extracting SISD parallelism?
* VLIW (Very Long Instruction Word)



VLIW and Superscalar Processors
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Instruction scheduling
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VLIW (Very Long Instruction Word)

A very long instruction word consists of multiple independent instructions packed
together by the compiler

* Packed instructions can be logically unrelated (contrast with SIMD)

Compiler finds independent instructions and statically schedules (i.e. packs/bundles) them
into a single VLIW instruction

Traditional Characteristics
* Multiple functional units
e Each instruction in a bundle executed in lock step
* Instructions in a bundle statically aligned to be directly fed into the functional units



Historical perspective

VLIW architectures directly resulted from “micro-programming”.

The control logic in a CPU is typically hard-wired.

Given the current instruction, various control signals which control MUXes and serve as input to tables
need to be generated.

Invented by Prof. Maurice Wilkes, micro-programming uses a tiny sequencer and a stored program
called micro-code to generate the signals.

Prof. Wilkes states that when he came-up with the concept, it was published in a journal but
architects started to use it about 15 years later since the memory technology when he came-up with
the idea was not fast-enough.

By changing the microprogram it is possible to design or extend a new architecture using an existing
processor:

New instructions can easily be added, provided there is a usable data-path.

Existing instructions can be modified.

Hardware bugs can be fixed in most cases as they usually are related to the control logic.



Microprogramming
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mux1 mux2 alul .. next upc
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Microprogramming

Instruction Micro Microcode
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mux1 mux2 alul .. next upc
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Microprogramming

The larger the width, the more units we can control
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Horizontal microcode
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Microcode Store




Microprogramming

Micro-programming was a starting point for RISC architectures and VLIW because the micro-
operations coming out of the micro-code RAM were very much RISC-like — might as well make the

ISA RISC.

Modern VLIW processor instructions embody multiple MIPS-like operations combined into a
single, large instruction which needs to be decoded very much like pipelined architectures.



VLIW

Memory

add r1.r2.r3 load r4 r5+4 mov ré,r2 mul r7,r8,ro

ounter

Instruction i
Execution . . . .
PE PE PE PE

Fisher, “Very Long Instruction Word architectures and the ELI-512,” ISCA 1983.

* ELI: Enormously longword instructions (512 bits)
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SIMD Array Processing vs. VLIW

Program
add VR, VR, 1
ounter

Array processor

VLEN =4

add VR[O],VR[0],1 add VR[1],VR[1],1 add VR[2],VR[2],1 add VR[3],VR[3],1

Instruction

Execution . . .
PE PE PE PE



VLIW Philosophy

Philosophy similar to RISC (simple instructions and hardware)
* Execute multiple instructions in parallel

RISC (John Cocke, 1970s, IBM 801 minicomputer)

 Compiler does the hard work to translate high-level language code to simple instructions (John
Cocke: control signals)

* And, to reorder simple instructions for high performance
* Hardware does little translation/decoding = very simple

VLIW (Fisher, ISCA 1983)
e Compiler does the hard work to find instruction level parallelism

* Hardware stays as simple and streamlined as possible
* Executes each instruction in a bundle in lock step
* Simple = higher frequency, easier to design

14



VLIW Philosophy (1)

More formally, VLIW architectures have the following
properties:

There is one central control unit issuing a single long

instruction per cycle.

Each long instruction consists of many tightly coupled
independent operations.

Each operation requires a small, statically predictable
number of cycles to execute.

Operations can be pipelined. These properties distinguish
VLIWs from multiprocessors (with large asynchronous tasks)
and dataflow machines (without a single flow of control, and
without the tight coupling). VLIWs have none of the required
regularity of a vector processor, or true array processor.

Fisher, “Very Long Instruction Word architectures qu the ELI-512,” ISCA 1983.



Commercial VLIW Machines

Multiflow TRACE, Josh Fisher (7-wide, 28-wide)
Cydrome Cydra 5, Bob Rau
Transmeta Crusoe: x86 binary-translated into internal VLIW

T1 C6000, Trimedia, STMicro (DSP & embedded processors)
* Most successful commercially

Intel I1A-64

Not fully VLIW, but based on VLIW principles

EPIC (Explicitly Parallel Instruction Computing)
Instruction bundles can have dependent instructions

A few bits in the instruction format specify explicitly which instructions in the
bundle are dependent on which other ones

16



VLIW Advantages

No need for dynamic scheduling hardware — which means simpler and more power efficient hardware.

No need for dependency checking within a VLIW instruction — which means simple hardware for
multiple instruction issue.

No need for alignment after fetching — which means simpler hardware.

17



VLIW Tradeoffs

Disadvantages
Compiler needs to find N independent operations
-- If it cannot, inserts NOPs in a VLIW instruction
-- Parallelism loss AND code size increase

Recompilation required when execution width (N), instruction latencies, functional units change
(Unlike superscalar processing)

Lockstep execution causes independent operations to stall
-- No instruction can progress until the longest-latency instruction completes

Handling of memory dependencies requires precise knowledge for highest performance.
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5 Steps of MIPS Datapath
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A two-wide MIPS VLIW draft




A two-wide MIPS VLIW draft

Next PC

I

Operation 1 can be any operation similar to
a MIPS instruction.

Operation 1

Operation 2 can only be arithmetic.

Operation 2

In order to minimize hardware complexity, each
slot is typically capable of executing only a subset
of operations.



Code for two-wide MIPS VLIW

add $1,52,53
sub $10, $4, $6
lw $11, 0(S10) VLIW instruction 2
nop

beq $11,50,L1

VLIW instruction 1

Next PC

Operation 1

A

Branches can
only execute in
position 0 !

sub $2,53,S5
nop

No independent
instructions available
to insert

Operation 2

A




Hazards and forwarding for two-wide MIPS VLIW

Next PC

I

add $1,52,53

b $10,58,55

beq $11,50,L1

sub $2,53,S5

nop

Each of these MUXes need to be wider.

lw S11, 0(S10
s ——

Dependency
between an
operation in
position 0 and
position 1



VLIW Summary

VLIW simplifies hardware, but requires complex compiler techniques

Solely-compiler approach of VLIW has several downsides that reduce performance
-- Too many NOPs (not enough parallelism discovered)
-- Static schedule intimately tied to microarchitecture
-- Code optimized for one generation performs poorly for next
-- No tolerance for variable or long-latency operations (lock step)

Most compiler optimizations developed for VLIW employed in optimizing compilers (for superscalar
compilation)

Enable code optimizations

VLIW successful in embedded markets, e.g. DSP
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Intel Explicitly Parallel Instruction Computer (EPIC)

Has been a major failure for Intel as the performance of the architecture never matched the
performance of its own superscalar processors.

The architecture brought in several interesting concepts in addressing the problems of VLIW
processors.



EPIC Architecture

Compiler needs to find N independent operations

-~ If it cannot, inserts NOPs in a VLIW instruction
-- Parallelism is lost AND code size increase significantly

-- Recompilation is required when execution width (N), instruction latencies, functional units change

Intel’s solution:
Create bundles of operations. Each bundle contains three operations.
An EPIC architecture can execute one-bundle (3-wide), two-bundle (6-wide) and so on.
Each bundle has bits specifying whether the next bundle is independent or not.



EPIC bundle approach vs VLIW

When available parallelism is low, a small VLIW width is
better as fewer NOPs are required.

When available parallelism is high, a large VLIW width is
better as more operations per cycle can be executed.

Consider the case

a. There is only a single independent operation
available for n cycles, followed by

b. Six operations per cycle is available for m cycles.

6 —wide VLIW : 5 x n NOPs + 6 operations for m cycles: n +
m cycles, 5xn wasted bandwidth

3 —wide VLIW : 2 x n NOPS + 3 operations for 2xm cyelces
: n + 2xm cycles, n wasted bandwidth.

2 m =2, 3-wide vliw

>
1l

6 cycles
VS
4 cycles

n=2 m = 2, 6-wide vliw




EPIC bundle approach vs VLIW

n=2 m = 2, 3-wide vliw

] single | [
bundl
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- - - Zfscycles issue - - - - - -
n=2 m = 2, 6-wide vliw
- EPIC matches the performance of 6-wide VLIW wasting about
- the same as 3-wide VLIW.
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Instruction set

Instructions come in bundles of 3 operations and 2 bundles are pulled in once
a cycle

Uses a special Explicitly Parallel Instruction Computing (EPIC) format
The format moves the responsibility of resource management on to the
compiler

Template value dictates to which execution unit an operation will be
performed

Slot 2 Slot 1 Slot 0 Template

Bit 127 Bit 87 Bit 46 Bit 5 Bit 0




Intel Itanium-2 specifications (April 2004)

Clock 0.9-1.5 GHz

L3 cache up to 6MB
64 bit

128 bit bus (400 MHz)
Price: S3k - S5k ea. ®
IA-32 “compatible”

Explicit support for speculation:
Predicated instructions
Mechanisms for load speculation

Considered RISC

Pipeline 8 deep

6 instructions / cycle in 2 bundles of 3
Power consumption: 110W (130W max)
128+128+64+8 registers
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Register Stack Engine (RSE)

First 32 registers are global (static)
* GRO is hardwired as O

GR32 — GR63 local procedure registers

The remaining 96 registers are used to store stacked register frames

If more room is needed, the registers are pushed onto memory
* Transparently maintains the illusion of an infinite number of registers

* Only for the GRs (other registers are all global)



Bundled code example

{ .mii
addrl=r2,r3
subrd =5, r6 ;;
shrr7=r8, r9

}

{ .mfi
|d4 r14=[r56]
fadd f10=f12,f13
add r16=r18,r19

}

{.mmi
st4 [r16]=r67 ;;
add r24=r56,r57
add r28=r58,r59

}

Cycle 0 - Start of a Memory-Integer-Integer bundle

Cycle 1 — Part of the last bundle plus another
Memory-Float-Integer bundle done in this cycle

Cycle 2 - A single operation

Cycle 3 — last two operations in the snippet




Performance is derived directly from the compiler

Instruction set and pipeline so difficult to handle you won’t do much better than the compiler

With the EPIC architecture, more resource management is put on the compiler, which means extra
work for human compiler.

RISC type instruction set (no mem-to-mem moves).

Many single cycle instructions

Instructions are designed for a heavily pipelined environment

Processor has ways of accessing the data in a SIMD fashion (8x8-bit, 4x16-bit, 2x32-bit, 1x64-bit)
High precision registers (82-bit floating-point accumulator)

High number of registers for fast access
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My current NSF-funded work

NSF award #1901005:
SHF: Medium: Collaborative Research: Statically Controlled Asynchronous Lane Execution (SCALE)

This project develops a Statically Controlled Asynchronous Lane Execution (SCALE) approach that has the
potential to meet or exceed the performance of a traditional superscalar processor while approaching
the energy efficiency of a very long instruction word (VLIW) processor. As implied by its name, the SCALE
approach has the ability to scale to different types and levels of parallelism. The toolset and designs
developed in this project will be available as open-source and will also have an impact on both education
and research. The SCALE architectural and compiler techniques will be included in undergraduate and
graduate curricula.

The SCALE approach supports separate asynchronous execution lanes where dependencies between
instructions in different lanes are statically identified by the compiler to provide inter-lane
synchronization. Providing distinct lanes of instructions allows the compiler to generate code for different
modes of execution to adapt to the type of parallelism that is available at each point within an
application. These execution modes include explicit packaging of parallel instructions, parallel and
pipelined execution of loop iterations, single program multiple data (SPMD) execution, and independent
multi-threading.



Synchronous Lane Architecture

?g;frffm Several bits appended to the beginning of the first
ﬁ instruction suspends/resumes other lanes.
Control
PC0 J
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Synchronous Lane Architecture

LO:
i0, i1, i2, i3;
i4, nop, nop, nop;
i5, 16, i7, i8;
i9, nop, nop, nop;
a) Traditional VLIW
Increment
Control
ﬁ Control
PC-0
PC-1 |t || — ]
PC-2 R T S,
= — —r EX-2
o SR e B S e T S
. - —r EX-3
Instruction caches Register Execute
VLIW Decode Read

LO:

b) Code separated

vertically to distinct PCs

i0:1111;
i4 : 1000;
i5:1111;
i9 : 1000;

c) Code with its control
program
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