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ABSTRACTThe dete
tion of opportunities for value reuse optimizationsin memory operations require both the addresses and valuesasso
iated with these operations to be available. Althoughthe values are typi
ally available in the physi
al register �le,their presen
e 
annot be exploited be
ause no 
orrespon-den
e between the values and addresses is maintained. Inthis paper we propose the expli
it management of the phys-i
al register �le 
ontents as a level in the memory hierar-
hy by supporting the Value Address Asso
iation Stru
ture(VAAS). The entries in VAAS have a one-to-one 
orrespon-den
e with entries in the physi
al register �le. For ea
hvalue in the register �le that is involved in a load or storeoperation, the asso
iated information, in
luding the mem-ory address, are stored in the 
orresponding VAAS entry.Several optimization tasks 
an be performed using the 
om-bination of physi
al registers and VAAS.Spe
i�
ally VAAS enables uni�ed implementation of the fol-lowing optimization tasks: (i) Store-to-load forwarding isperformed without expli
itly saving the stored values; (ii)Load-to-load forwarding is performed without saving loadedvalues in a reuse bu�er; (iii) Silent stores are eliminatedwithout saving or loading the prior value stored to the sameaddresses; (iv) Swit
hing of bits in L1 
a
he is minimizedwithout saving additional history; and (v) False memorya

ess order violations are avoided without holding spe
ula-tively loaded values in the spe
ulated loads table.Our experiments demonstrate that our implementation ofnon-spe
ulative optimizations is highly e�e
tive as it elim-inates memory referen
es due to 60% (58%) of loads inSPECint95 (SPECfp95) and 25% (22.6%) of stores in SPECint95(SPECfp95). On an average over 45% of 
a
he referen
es areeliminated due to non-spe
ulative reuse. On an average theL1 swit
hing a
tivity was redu
ed by 7.75%.

1. INTRODUCTIONSin
e frequent memory operations (loads and stores) repre-sent a 
riti
al limiting fa
tor to a
hieving high performan
eon modern supers
alar pro
essors, a great deal of resear
hhas fo
ussed on te
hniques for e�e
tively handling memoryoperations. These te
hniques in
lude aggressive load spe
-ulation for tolerating load laten
y [2, 17℄ as well as a vari-ety of spe
ulative and non-spe
ulative load and store reuseremoval te
hniques [5, 8, 9, 12, 13, 14, 15, 18, 21℄. To-gether they provide an impressive array of te
hniques fordealing with memory operations. In order to take full ad-vantage of these te
hniques one would like to in
orporatethese te
hniques in a realisti
 supers
alar design. However,the 
omplexity of su
h an endeavor is very high be
auseea
h of these te
hniques uses its own spe
ialized hardwarestru
ture to maintain the state needed for 
arrying out therespe
tive optimization task.Load reuse te
hniques, su
h as load value predi
tion, haveanother dimension of 
omplexity to them { they are spe
-ulative in nature [5, 9℄. With an in
reasing emphasis onpower-aware pro
essor design for the mobile 
omputing en-vironment, it is important to make judi
ious use of spe
ula-tion [10℄. While bran
h predi
tion is essential for a
hievinghigh performan
e, we believe that it may not be ne
essary toemploy spe
ulative te
hniques for load reuse. Instead non-spe
ulative load and store reuse te
hniques 
an be appliedto aggressively perform load and store reuse. A 
ase foremploying non-spe
ulative value reuse te
hniques instead ofvalue predi
tion te
hniques was made in [18℄. The te
h-niques we des
ribe in this paper are useful in both the pres-en
e and absen
e of load spe
ulation.In this paper we present a simple uni�ed solution for sev-eral optimization tasks asso
iated with memory operationswhi
h uses a single simple hardware stru
ture for 
arry-ing out multiple tasks. The key idea of our approa
h isto manage the 
ontents of the physi
al register �le as a levelin the memory hierar
hy. This e�e
tively means that wemust maintain address asso
iations for values that are 
on-tained in the physi
al registers. Nearly all of the existingte
hniques for various optimizations of memory operationsmaintain su
h an asso
iation in some dedi
ated hardwarestru
ture. Moreover the values are stored in this stru
tureeven if they are present in some physi
al register and typ-i
ally ea
h optimization uses a stru
ture that is spe
iallydesigned for it. We maintain a single dedi
ated stru
ture,




alled the Value-Address Asso
iation Stru
ture (VAAS), formaintaining address asso
iations of loaded and stored val-ues present in the physi
al register �le. The VAAS a
ts asa shared stru
ture for implementing multiple optimizations.Moreover it exploits data values present in the physi
al reg-isters to 
arry out these optimizations. These optimizationsare appli
able in 
ontext of unipro
essors and are not alwaysappli
able to multipro
essor systems. As we demonstrate inthis paper, the VAAS 
an be integrated in an out-of-ordersupers
alar both in absen
e and presen
e of load spe
ula-tion.The remainder of the paper is organized as follows. Beforewe dis
uss our te
hniques in detail, we provide an overviewof non-spe
ulative optimizations performed using VAAS inse
tion 2. In se
tion 3 we des
ribe the implementation ofVAAS. We also give the runtime algorithm for maintainingVAAS su
h that at any given time all existing address asso-
iations are valid, that is, the value in the physi
al register�le represents the true 
urrent value 
orresponding to theasso
iated address. We also dis
uss timing issues related tothe implementation of all of the optimizations in 
ontext ofa supers
alar pro
essor design whi
h does not support loadspe
ulation. In se
tion 4 we present results of experimentsperformed to evaluate the impa
t of non-spe
ulative opti-mizations for SPEC95 ben
hmarks. In se
tion 5 we dis
ussthe use of VAAS in the presen
e of load spe
ulation. Wedis
uss how the previously des
ribed non-spe
ulative opti-mizations 
an now be spe
ulatively performed and also thenew optimization of avoiding memory a

ess order violations
an be performed. Additional related work is dis
ussed inse
tion 6 and the 
on
luding remarks are given in se
tion 7.
2. VALUE REUSE BASED NON-

SPECULATIVE OPTIMIZATIONSLet us brie
y examine the optimizations that exploit theVAAS in the absen
e of load spe
ulation. We highlight thedi�eren
es between existing implementations [8, 18℄ of theoptimizations and VAAS based implementations.
2.1 Store-to-load Forwarding for

Load AvoidanceThis optimization is performed by forwarding values fromprior store operations, to a (redundant) load. In existing su-pers
alar designs the values from prior stores are forwardedto pending loads through the forwarding bu�er whi
h 
on-tains address-value pairs 
orresponding to stores whi
h havenot yet retired. However, on
e a store retires, the forwardingbu�er entry is deallo
ated and the value stored in memory
annot be forwarded to future loads from the forwardingbu�er. In 
ontrast, our solution relies on the physi
al reg-ister �le for values and forwarding of values from retiredstores to a redundant load is performed as long as the value ispresent in a physi
al register. The information typi
ally heldin the forwarding bu�er is 
ontained 
olle
tively in the phys-i
al register �le and the VAAS. Therefore no dedi
ated for-warding bu�er is required for store-to-load forwarding. Onan average our te
hnique is able to avoid memory reads 
or-responding to 27% of loads through store-to-load forwardingin SPEC95 ben
hmarks.

2.2 Load-to-load Forwarding for
Load AvoidanceThis optimization is performed by forwarding values fromprior load operations to a redundant load. This optimiza-tion is named as the load reuse optimization. In order tohold values for potential reuse a dedi
ated stru
ture 
alledthe load reuse bu�er is maintained. The te
hnique in [18℄only allows reuse between di�erent instan
es of the sameload instru
tion. This is be
ause the reuse bu�er is indexedusing an instru
tion's PC value. An additional load link-ing table is supported in [21℄ to link loads with di�erent PCvalues and thus a
hieve reuse a
ross instan
es of loads withdi�erent PC values. VAAS based approa
h has two advan-tages. First our implementation does not maintain a reusebu�er to save values but simply obtains them from the reg-ister �le. Se
ond PCs do not play any role in dete
ting orexploiting reuse opportunities. Therefore we do not needto distinguish between load reuse opportunities arising fromdynami
 instan
es of same stati
 load instru
tion and dy-nami
 instan
es of stati
ally distin
t load instru
tions. Onan average our te
hnique is able to avoid memory reads 
or-responding to 32% of loads through load-to-load forwardingin SPEC95 ben
hmarks.

2.3 Removal of Silent StoresThis is another important optimization that 
an greatly re-du
e the number of stores that write to memory. If thevalue to be written by a store is the same as the value al-ready present at that address, then the store is redundant.One approa
h to 
arry out this optimization is to maintain astru
ture to hold the history (values and 
orresponding ad-dresses) of re
ently exe
uted loads and stores. Another ap-proa
h re
ently proposed by Lepak and Lipasti [8℄ loads thevalue from a memory lo
ation and if it is di�erent from thevalue to be stored, the store is allowed to write to memory.Therefore for every store that is en
ountered one load mustalso be performed. Our implementation eliminates silentstores whose redundan
y 
an be established from the valuesin the physi
al register �le and their asso
iated addressesin VAAS. The value may be present in a physi
al registerdue to a prior load or a store to the same address. In 
on-trast to [8℄, we do not require exe
ution of any additionalload operations. Our te
hnique is very e�e
tive be
ause onan average we are able to eliminate memory writes asso
i-ated with nearly 25% (22.6%) of the stores in SPECint95(SPECfp95) ben
hmarks.
2.4 Power Optimization for L1 CacheThis goal is a
hievable using VAAS be
ause it allows supportof a me
hanism for lowering the swit
hing a
tivity 
aused bywrites to the L1 
a
he. Redu
tion in swit
hing is a
hievedby providing the option of storing data values either in theiroriginal form or in their bitwise 
omplimented form. We
hoose to store the form whi
h has a lower Hamming dis-tan
e from the old value present in memory. The optimiza-tion 
an only be performed in those 
ases where the old value
an be found in one of the physi
al registers. The 
a
he ismodi�ed by providing an additional bit per word whi
h in-di
ates the form in whi
h the value is stored (
omplimentedor original). Note that the removal of redundant stores does



PC1: St R1, Addr1� � � � � �PC2: St R2, Addr2� � � � � �PC3: Ld R3, Addr3� � � � � �PC4: Ld R3, Addr4Address-Only Optimizations Enabling Condition Existing Te
hniqueLd R3, Addr3 is redundant Addr2 = Addr3 Forwarding bu�er supplies valuesdue to St R2, Addr2. to loads from un-retired stores.Ld R3, Addr4 is redundant Addr3 = Addr4 Load reuse bu�er suppliesdue to Ld R3, Addr3. values to redundant loads [18℄.PC3 = PC4 ) self reuse. Di�erent load reusePC3 6= PC4 ) di�erent load requires an additionalreuse. load linking table [21℄.Value-Address Optimizations Enabling Condition Existing Te
hniqueSt R2, Addr2 is value redundant Addr1 = Addr2 AND Value at Addr2 is loaded fromdue to St R1, Addr1. Value(R1) = Value(R2) memory for veri�
ation in [8℄.Redu
ing swit
hing of bits Addr1 = Addr2 AND None.in the L1 
a
he by storing Value(R1) 6= Value(R2)
ompliment of the value.Figure 1: Illustration of optimizations enabled by VAAS.not eliminate any swit
hing a
tivity be
ause by de�nitionthey do not 
ause any swit
hing. This is an important opti-mization be
ause on-
hip 
a
he memories already 
onsumenearly 30% of total power 
onsumed by a pro
essor. Thisnumber is expe
ted to grow further as larger 
a
hes are be-ing put on future pro
essors. Moreover the amount of power
onsumed by the L1 
a
he is over three times greater thanan on-
hip L2 
a
he due to the high degree to swit
hing a
-tivity in the L1 
a
he. Our experiments show that on anaverage the degree of swit
hing a
tivity is redu
ed by 6.59%(8.67%) for SPECint95 (SPECfp95) ben
hmarks.The various optimizations des
ribed above are illustratedin Figure 1. Along with an illustration of ea
h optimiza-tion, the pre
ise 
onditions under whi
h the optimizationsare appli
able are given and existing te
hniques are alsolisted. The optimizations are separated into two 
ategories(des
ribed in two separate tables in Figure 1). The appli-
ability of optimizations in the �rst 
ategory is determinedsimply by 
he
king addresses and the values are used only ifthe optimization is found to be appli
able. In 
ontrast, bothaddresses and values are needed to determine the appli
a-bility of the optimizations in the se
ond 
ategory. If theoptimization is found to be appli
able, values are not ex-pli
itly used be
ause these optimizations simply eliminateoperations that otherwise would have been performed.
3. VALUE-ADDRESS ASSOCIATION>From the 
onditions for optimization opportunities des
ribedin Figure 1, it is 
lear that address-value asso
iations areneeded to dete
t su
h opportunities. In fa
t existing te
h-niques for some of su
h optimizations expli
itly maintainsu
h asso
iations. For example, the load reuse bu�er main-tains address-value asso
iations en
ountered during re
ently

exe
uted load instru
tions and the forwarding bu�er main-tains address-value asso
iations en
ountered by store in-stru
tions that are yet to be 
ommitted.
3.1 VAAS Structure and its UseThe stru
ture of VAAS that we maintain for rememberingvalid address-value pairs is shown in Figure 2. It 
onsists ofan address CAM and some additional �elds of information.There is a one-to-one 
orresponden
e between the entriesof the physi
al register �le and the address CAM. For ea
hphysi
al register that 
ontains a loaded or stored value, the
orresponding address is 
ontained in the 
orresponding ad-dress entry of the CAM. The valid bit indi
ates whether theCAM entry 
ontains a valid address. To perform the swit
h-ing optimization task an additional item is also needed. Inparti
ular, we also remember whether the value stored inmemory in its original form or 
omplimented form using theC bit.It is quite easy to see how the VAAS is used to perform op-timization of load operations. When a load is en
ounteredwe sear
h for the memory address involved in the addressCAM. If a hit o

urs (i.e., address mat
h o

urs with anentry whose valid bit is set), we do not need to load thevalue from memory but instead dire
tly obtain the valuefrom the 
orresponding physi
al register. In this way weimplement store-to-load as well as both types of load-to-loadforwarding. In fa
t it is important to note that our imple-mentation is greatly simpli�ed be
ause we do not distinguishbetween the types of sour
es for the values. Existing te
h-niques expli
itly 
ategorize and separately handle the threedi�erent types of sour
es: forwarding bu�er for store-to-loadforwarding, load reuse bu�er for load-to-load forwarding be-tween instan
es of the same stati
 load [18℄ and load linking
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Figure 2: The VAAS stru
ture.table together with the load reuse bu�er for load-to-load for-warding between load instan
es of stati
ally distin
t loads[21℄.Now let us 
onsider the optimizations involving store opera-tions. A redundant store is dete
ted as follows. If the addressto whi
h store is being performed hits in the address CAM,the value at the 
orresponding entry in the physi
al regis-ter �le is read and 
ompared with the value to be stored.If the two are the same, the store 
ommits without writ-ing the value to memory. Note that the entry at whi
h thehit o

urs may have been 
reated by an earlier load fromthe same address or an earlier store to that address. Mu
hlike load reuse dete
tion, silent stores are dete
ted withoutdistinguishing between the di�erent types of sour
es (earlierload or store operations) due to whi
h they arise.
3.2 Maintaining VAAS ContentsIn the above dis
ussion we showed how the 
ontents of VAASare used to perform optimizations. Now we dis
uss how the
ontents of VAAS are maintained. If a memory lo
ationhas not been updated, and the address is found in the ad-dress CAM, then the most re
ent value 
orresponding to thememory lo
ation is either already available or will be
omeavailable in the 
orresponding physi
al register. However, ifthe memory lo
ation 
ontains the latest value, our te
hniquemust guarantee that if the address is also present in the ad-dress CAM, then 
orresponding physi
al register 
ontainsthe same value as the memory lo
ation. In other words weensure that the 
ontents of valid entries in the VAAS are
onsistent with the 
ontents of the memory in the abovesituation. In this sense the 
ontents of physi
al register �leand VAAS are managed like a write-through 
a
he where the
a
he 
ontents are always 
onsistent with memory 
ontents.The above 
onsisten
y is easily a
hieved by writing the val-ues due to stores to memory when the store 
ommits (i.e.,writing due to stores is never delayed). By delaying storesit is possible to eliminate some dead stores { the value 
or-responding to the latest store to an address 
an be written

while the values from prior stores to the same address 
an besimply dis
arded. However, in this work we only eliminatevalue redundant stores and not dead stores.The 
onditions under whi
h valid address entries are 
reatedin the CAM and later invalidated are dis
ussed next.Creation of valid entries.A valid entry is 
reated when a memory operation is en-
ountered:By loads. On
e the address from whi
h the value is to beloaded is known, a valid entry is 
reated in VAAS by�lling in the ADDRESS �eld and setting the valid bitto 1 to indi
ate that a valid address is present. Whena load rea
hes the write-ba
k stage, the loaded value isavailable and is thus written into the assigned physi
alregister.By stores. A store is handled in a similar fashion as aload. When the address to whi
h a value is to bestored is known, the ADDRESS and other �elds of theentry 
orresponding to the physi
al register from whi
hthe value is to be stored are set up 
reating a validentry. The value in the physi
al register may be
omeavailable later in time and is stored in the physi
alregister as soon as it is known.Invalidation of entries.Again there are two 
onditions under whi
h an entry is in-validated.By non-memory instru
tions. It is possible that the phys-i
al register assigned to an instru
tion, whi
h is nota load or a store instru
tion, 
orresponds to a validentry. When su
h a non-memory instru
tion rea
hesthe write-ba
k stage, the address entry is invalidatedsin
e the register no longer 
ontains a loaded or stored



value. This invalidation 
ondition 
an be further re-stri
ted through value reuse. If the register 
ontainsthe same value that is being written into it, the en-try need not be invalidated. However, a register readand a 
ompare would have to be performed in orderto 
arry out this optimization.Upon bran
h mispredi
tion. Upon bran
h mispredi
tion,the pipeline is drained and resour
es allo
ated to mis-spe
ulated instru
tions are deallo
ated. When the phys-i
al register allo
ated to a misspe
ulated instru
tion isfreed and added to the free list, the valid bit is setto 0 to indi
ate that the physi
al register is no longerasso
iated with the address in the address �eld.
3.3 Lifetimes of Loaded/Stored ValuesThe longer we 
an keep loaded or stored values in registers,the greater is the degree to whi
h future memory operations
an be optimized. Our te
hnique promotes optimization ina number of ways. First one should note that a

ordingto the rules for 
reating and destroying valid entries, it ispossible for multiple valid entries 
orresponding to the sameaddress to be 
reated (e.g., when multiple loads to the sameaddress are en
ountered). Thus, even if one of the entries
ontaining the value is invalidated, the value may 
ontinueto be available through other entries.Se
ond the values stay around longer in the physi
al regis-ters than they stay in a 
onventional forwarding bu�er. Thisis be
ause as soon as a store or load is 
ommitted, the valueis no longer available from these stru
tures. However, thevalue 
ontinues to be available from the physi
al register af-ter the 
ommit. On the other hand, a value may stay longerin the reuse bu�er than in a physi
al register. Therefore wein
orporate the following poli
ies for extending the lifetimesvalues in physi
al registers.Tra
king 
ontents of freed registers. When an in-stru
tion retires normally, that is, no misspe
ulationhas o

urred, although the physi
al register asso
iatedwith the instru
tion is freed and added to the free list,the valid bit is not unset. Thus, the value 
orrespond-ing to the address is still available for reuse.Tra
king 
ontents of reassigned registers. The inval-idation of a valid entry in VAAS is delayed as long aspossible using an observation made by Monreal et al.[11℄. When a free register is assigned to an instru
tion,its 
ontents are not invalidated immediately. Onlywhen the instru
tion rea
hes the write-ba
k stage, theentry is invalidated.Register reassignment poli
y. Finally a poli
y for reas-signing freed registers to new instru
tions has been de-signed to extend the lifetimes of useful loaded or storedvalues in deallo
ated registers. A partitioned free listfor physi
al register entries is maintained. One par-tition tra
ks free registers whi
h 
ontain valid valuesthat have been loaded or stored at memory addresseswhile the other partition 
ontains free registers thatwere most re
ently assigned to instru
tions other thanmemory operations and therefore they do not 
ontain

reusable values. Assignments are made from the lat-ter 
ategory �rst. This strategy naturally tends to in-
reases the likelihood that useful values will 
ontinueto survive in physi
al registers for longer periods oftime.
3.4 Integrating VAAS into a SuperscalarThe design of the VAAS stru
ture presented in this se
tionis suitable for integration in any supers
alar design. How-ever, the a
tions that must be taken when loads and storesare en
ountered vary depending upon whether or not loadspe
ulation is being 
arried out. In this se
tion we show howto integrate VAAS into an out-of-order supers
alar pro
es-sor where load spe
ulation is not being performed. Thus,loads 
an only pro
eed out-of-order with respe
t to pre
ed-ing stores on
e addresses of pre
eding stores and the loadhave been generated and no dependen
e has been dete
ted.If a dependen
e is dete
ted then load reuse through forward-ing is performed using VAAS.VAAS is integrated into the supers
alar pipeline by insert-ing a new stage 
alled the memory disambiguation and reusedete
tion (MDRD) stage right before the regular data 
a
hea

ess stage (see Figure 3). Memory instru
tions are allowedto pro
eed to this stage from the issue window upon 
om-pleting their address 
omputations in program order. Bothload and store addresses are entered into the VAAS stru
-ture when instru
tions move into the MDRD stage regard-less of the availability of data. Sin
e the instru
tions donot need to wait for their data operands, if they are not yetavailable, MDRD is organized as a small reservation stationwhere instru
tions 
an wait for their data values to be
omeavailable, if ne
essary. The width of MDRD stage is equalto the number of instru
tions at the head of the reservationstation. In order to ensure that all of these instru
tions 
anbe simultaneously 
he
ked for independen
e or dependen
e,the number CAM ports provided is equal to the width ofthe MDRD stage.Now let us 
onsider the operation of MDRD in greater de-tail and show how the load and store operations use and up-date the VAAS 
ontents. Before we des
ribe these details,we should mention that our optimizations are only appliedin 
ontext of full-word memory operations. Non full-wordstores (su
h as byte a

esses) invalidate the entries foundin the VAAS upon an address hit and non full-word loadspro
eed to the DCACHE stage be
ause we do not exploitvalue reuse at byte level.Handling Loads.The exe
ution of a load pro
eeds a

ording to where thevalue asso
iated with load address 
urrently resides. Thevalue may be present only in memory, only in VAAS, orboth in memory and VAAS. When a load instru
tion is en-
ountered MDRD a

esses VAAS through a CAM port. Inthe �rst 
ase a miss o

urs while in the latter two 
ases aVAAS hit o

urs. Moreover when a hit o

urs, the valueasso
iated with the address may already be present in thedestination register, and hen
e VAAS, or the write to theregister may be pending. Next we des
ribe how ea
h of theabove situations is handled in greater detail.
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Figure 3: Supers
alar pipeline in
orporating VAAS.VAAS miss. If a miss o

urs the 
al
ulated address is en-tered into the VAAS and the load pro
eeds to the reg-ular DCACHE a

ess stage. On
e the value arrivesand is pla
ed in the register it is also available for useby subsequent memory instru
tions involving the sameaddress.VAAS hit and value present. If a VAAS hit o

urs and thedata value is already available in the 
orrespondingregister, the value is 
opied into the destination regis-ter for the load and the load 
ommits. This 
opying ofvalue implements load-to-load forwarding if the 
reatorof the entry was a load and it implements store-to-loadforwarding if the 
reator of the entry was a store.VAAS hit and value absent. In 
ase of a VAAS hit it isalso possible that the value is not yet available in the
orresponding register be
ause the produ
er of valuehas not written it to the register yet. In this 
ase theload instru
tion is made dependent on the appropri-ate produ
er of the data so that as soon as the valuebe
omes available it is dire
tly forwarded to the wait-ing load instru
tion. The register from whi
h the loadinstru
tion in question is to re
eive its value may bewritten to by: (a) an earlier load instru
tion; (b) anearlier store instru
tion; or (
) an instru
tion whi
hperforms an ALU operation. This is how ea
h of these
ases are handled:� Earlier load. If the produ
er is an earlier loadinstru
tion then by making the 
urrent load in-stru
tion dependent upon the produ
er load in-stru
tion, we a
hieve load-to-load forwarding. Itshould be noted that if multiple loads to the sameaddress are en
ountered before the produ
er load
an make the value available, then all of theseloads will be
ome dependent upon the same pro-du
er load and therefore all of them will pro
eedsimultaneously when the value be
omes available.� Earlier store. In 
ase of a VAAS hit where theentry was 
reated by an earlier store instru
tion,the load instru
tion is made dependent upon theprodu
er of the value to be stored. The produ
ermay be an earlier load or an ALU operation. Ineither 
ase the dire
t linking of the load to thisearlier instru
tion goes beyond store-to-load for-warding and a
tually a
hieves 
omplete bypassing

of both the memory and the store instru
tion.Again if multiple load instru
tions loading fromthe same address are en
ountered before the valueis available, they will all be made dependent onthe produ
er of the data value whi
h 
an be an-other load instru
tion or the produ
er of a storeinstru
tion.� ALU operation. If the produ
er is an ALU opera-tion, then a hit indi
ates that there is an interven-ing store operation that 
reated an entry in theVAAS where the hit o

urred. The load instru
-tion is made dependent upon the ALU instru
tionas dis
ussed above. Making the load dependentupon the produ
er 
auses store bypassing to o
-
ur.In 
ase of data reuse through loads, the performan
e is im-proved be
ause more memory operations will pro
eed in par-allel than the number of available 
a
he/memory ports. In
ase of data reuse through stores, the e�e
tive 
riti
al pathis redu
ed whi
h 
an greatly improve the performan
e. Thes
heme performs poorly only when the addresses of store in-stru
tions be
ome available at the same time or later thantheir data values. In this 
ase, the memory operations willbe serialized and all the bene�ts of reuse will be lost (thishappened in two of our ben
hmarks { 099.go and 130.li).Handling Stores.When a store instru
tion is en
ountered again �rst MDRDa

esses the VAAS. In 
ase of a miss, we enter the storeaddress into the VAAS and pro
eed to the regular DCACHEa

ess stage. In 
ase of a hit, if both the value to be storedby this store is available, and the register at the hit lo
ationhas its value, the two values are 
ompared. If the values areequal, the store is silent and therefore it is squashed afterupdating the address 
orresponding to the store's data valueregister. If the values are di�erent, or if the store value isnot available, all mat
hing entries are invalidated. In otherwords, when the data value is not available there 
an be onlyone entry with a given address. When there are multipleentries with the same address all the values are equal andall of them are available. Therefore, VAAS keeps the in-order dependen
y status of load and store instru
tions andas su
h a
ts both as a disambiguator and a reuse dete
tor.



3.5 Hardware Complexity of VAASSin
e the physi
al register �le is always present, the hard-ware 
ost of our te
hnique is the address CAM whi
h hasthe same number of entries as the register �le. While theregister �le is an indexed stru
ture, address CAM is more
omplex due to its ability to simultaneously sear
h all entriesfor an address. Depending upon the number of instru
tionswhi
h are allowed simultaneous a

ess to VAAS, appropri-ate number of read and write ports should also be present.However, we must remember that we do not require a sep-arate forwarding bu�er sin
e the values are now suppliedby the VAAS. Forwarding bu�er requires an organizationsimilar to VAAS be
ause in both 
ases a parallel sear
h forthe address in question is needed and if multiple loads 
anbe issued in ea
h 
y
le, multiple read ports to the forward-ing bu�er should also be provided. A forwarding bu�er mayhave fewer entries than the address CAM in VAAS, but thenea
h entry is larger sin
e it must 
ontain both the valueand the address. Therefore, the hardware 
osts of the ad-dress CAM is expe
ted to be similar to that of a forwardingbu�er. While we need additional ports to read values fromthe physi
al register �le, we need fewer ports to memorysin
e the values found in physi
al registers will not have tobe fet
hed from memory. We also avoid the need for othermultiple hardware stru
tures needed to implement existingalgorithms for the various optimizations dis
ussed earlier.
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Figure 4: Restri
ting optimizations to small values.Very often the integer data values used by programs aresmall values whi
h 
an be stored in fewer than 32 bits.This is not only true for multimedia appli
ations, but italso holds true for more general purpose appli
ations su
has the SPECint95 ben
hmarks [22℄. If we restri
t our imple-mentation so that it only exploits optimization opportunitiesthat involve small data values, we 
an lower the 
ost of theVAAS as follows. We 
an use the stru
ture shown in Fig-ure 4 where instead of having two large �elds of 32 bits forthe value and address we provide two �elds, SMALL (lessthan 32 bits) and LARGE (32 bits). If we have an address-value pair where the value is small, we 
an save the valuein the SMALL �eld and the address in the LARGE �eld. Ifthe value is large, it is stored in the LARGE �eld and theaddress is not stored thus sa
ri�
ing optimization opportu-

nities. The AV �eld indi
ates whether an entry 
ontains anaddress-value pair or simply a value. The sear
h for an ad-dress hit is 
arried out over the LARGE �eld and if a hito

urs, the AV �eld is used to determine if this is a validhit.
4. EXPERIMENTAL RESULTSIn this se
tion we report on the experimental results basedupon the implementations of the VAAS based supers
alardesign presented in the pre
eding se
tion. All optimizations,ex
ept store bypassing, were implemented in absen
e of loadspe
ulation. Our simulated ar
hite
ture is based upon theMIPS-I instru
tion set. The simulators we use have beengenerated using the FAST system [16℄. The ben
hmarks weused are from the SPEC95 suite whi
h were exe
uted on thetest inputs. They were 
ompiled using g

 2.7.2 
ompilerwith the -O3 level of optimization. Our simulated ar
hite
-ture uses the following 
on�guration:Number of rename registers 128Instru
tion window size 64Reorder bu�er size 64Issue width 8 instru
tionsRetire width 16 instru
tionsFun
tional units 8 symmetri
 unitsMemory ports 2 read/writeVAAS ports 4 read/writeInstru
tion 
a
he idealData 
a
he idealSilent stores. In Figures 5 and 6 we show the degreeof value reuse opportunities in stores found in SPEC95ben
hmarks as well as the value reuse opportunities
aptured and exploited by VAAS. We found that onan average of 53.9% and 41.7% of total stores to bevalue redundant in SPECint95 and SPECfp95 ben
h-marks. On an average VAAS 
aptured and avoidedwrites asso
iated with 25% of total stores in SPECint95and 22.6% of stores in SPECfp95 ben
hmarks. We be-lieve that VAAS based implementation is very e�e
tiveas with limited hardware 
ost it is able to eliminatesubstantial number of writes to memory. This opti-mization is a
hieved without in
reasing the number ofmemory reads. In 
ontrast the te
hnique proposed byLepak and Lipasti [8℄ requires a load for every store(redundant or not) to dete
t value redundant stores;thus, greatly in
reasing the number of memory reads.Loads avoided. Re
all that the memory read due to aload 
an be avoided by forwarding the value it re-quires from a prior load or due to an earlier store.The reuse opportunities 
aptured by VAAS in ea
h ofthese 
ategories is shown separately in Figures 7 and8. On an average VAAS found slightly more than 60%of loads in SPECint95 and 58% of loads in SPECfp95to be redundant. This number is mu
h greater thanthe number reported in [18℄ be
ause Sodani and Sohionly 
aptured self-reuse of loads. Yang and Gupta[21℄ 
onsider all types of redundan
ies and on an aver-age found 43% of loads to be redundant in SPECint95



ben
hmarks. In 
ontrast, in this paper we are able to
apture a greater amount of load reuse (60% vs 43%for SPECint95) whi
h we attribute to the 
on
eptualsimpli
ity of the VAAS stru
ture.
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Figure 5: SPECint95 - Silent stores: total presentvs dete
ted by VAAS.
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Figure 6: SPECfp95 - Silent stores: total present vsdete
ted by VAAS.Potential of exploiting small values. We also 
at-egorized the values involved in redundant loads andstores a

ording to their size. The results of this ex-periment are shown in Figures 9 and 10. This exper-iment yielded interesting results. Nearly 49% of thevalues involved were very small requiring 1 byte andover 45% were very large requiring all 4 bytes. Onlyfew per
ent of the values needed 2 or 3 bytes. We be-lieve this is indi
ative of the fa
t that programs make

very frequent use of small 
onstants (e.g., 0, 1, -1 et
.)and frequently 
ompute addresses (e.g., due to arraysand pointers) [22℄. The values in the former 
ategoryrequire 1 byte and those in the latter 
ategory typi-
ally require all 4 bytes. Therefore, if we would like toredu
e the 
ombined size of the VAAS and the phys-i
al register �le as suggested in se
tion 3, we shouldhave a LARGE �eld of size 4 bytes and SMALL �eldof size 1 byte. This approa
h will redu
e the degree ofreuse 
aptured to nearly half.
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Figure 7: SPECint95 - Load-to-load forwarding:store-to-load forwarding: non-redundant loads
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Figure 8: SPECfp95 - Load-to-load forwarding:store-to-load forwarding: non-redundant loadsMemory referen
e redu
tion. Given the high degree ofload and store reuse dete
ted by VAAS in the SPEC95ben
hmark suite, it is not surprising that the redu
-tion in total memory referen
e is quite substantial. As



shown in Figures 11 and 12, on an average the redu
-tion in memory referen
e is 45% (47%) for SPECint95(SPECfp95) ben
hmarks. The redu
tions attributed toload reuse are shown separately from the redu
tionsresulting due to store reuse. It is quite 
lear that bothload and store reuse play an important role in redu
ingmemory referen
es.
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Figure 9: SPECint95 - Reuse involving values ofsize: 1-byte; 2-bytes; 3-bytes; and 4-bytes.
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Figure 10: SPECfp95 - Reuse involving values ofsize: 1-byte; 2-bytes; 3-bytes; and 4-bytes.Instru
tions 
ompleted per 
y
le. Finally we 
om-pared the performan
e of a supers
alar pipeline thatin
orporates VAAS with a baseline supers
alar ma-
hine that does not 
ontain VAAS. In this experimentwe 
hoose a baseline ma
hine whi
h has a 1 
y
le mem-ory a

ess delay with a perfe
t data 
a
he. In 
ontrastthe VAAS based supers
alar ma
hine takes 2 
y
lesfor ea
h memory a

ess. In other words (a) our ma-
hine always take 2 
y
les to a

ess memory while the

baseline supers
alar always takes 1 
y
le; and (b) eventhough we redu
e memory traÆ
 by over 45%, we as-sume that we do not have fewer data 
a
he misses thanthe baseline supers
alar.

099.go

124.m88ksim
126.gcc

129.compress
130.li

132.ijp
eg

134.perl

147.vortex

A−Mean

H−Mean
0.0

50.0

100.0

% reduction due to loads
% reduction due to stores

Figure 11: SPECint95 - Memory referen
e redu
-tion due to redundant loads and stores.
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Figure 12: SPECfp95 - Memory referen
e redu
tiondue to redundant loads and stores.Under these 
onditions, as we 
an see from Figures 13and 14, we a
hieve substantial speedups for most ben
h-marks. In 
ase of SPECfp95 the speedups range from5% to 33%. In 
ase of SPECint95 the speedups for6 ben
hmarks range from 2% to 16%. The speedupsare due to in
reased throughput of memory operationsbe
ause in the VAAS based design the memory oper-ations are split nearly equally among the physi
al reg-ister �le and the memory and therefore greater num-



ber of them 
an be handled per 
y
le. Moreover un-der some 
onditions the forwarding of values to a load(from another store or load) by VAAS also speedupsthe exe
ution of load operations.
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Figure 13: SPECint95 - IPC values.
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Figure 14: SPECfp95 - IPC values.There are two integer ben
hmarks, 099.go and 130.li,whi
h show slow downs under the above 
onditions.Our assessment of this behavior is that the serializa-tion of the address 
omputations in these ben
hmarks
auses the throughput of memory operations to below and load/store-to-load forwarding to be ine�e
-tive. On the other hand we 
ontinue to pay the higherpri
e of 2 
y
le delay for memory a

esses.

Redu
tion of swit
hing in L1 
a
he. Finally we mea-sured the redu
tions in swit
hing a
tivity that 
an bea
hieved by storing values in original or 
omplementedform. Sin
e we assumed an ideal data 
a
he, this mea-surement represents the upperbound on swit
hing re-du
tion. The results are given in Figure 15. On anaverage we observed 6.59% redu
tion in swit
hing forSPECint95 and 8.67% redu
tion for SPECfp95 ben
h-marks. These redu
tions were derived by applying ouroptimization to values written by 24.69% of stores inSPECint95 and 32.04% of stores in SPECfp95 ben
h-marks.
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Figure 15: SPEC95 - redu
tion in swit
hing.
5. LOAD SPECULATION AND MEMORY

ACCESS ORDER VIOLATIONIn this se
tion we 
onsider an out-of-order pro
essor whi
halso in
orporates load spe
ulation. We demonstrate that ourapproa
h a
hieves the following two goals. First we demon-strate that we 
an eÆ
iently exploit value redundan
y to
ut down on false memory a

ess order violations. Se
ondwe show that all of the optimizations dis
ussed in absen
e ofload spe
ulation 
an also be performed in presen
e of loadspe
ulation.We assume that the pro
essor in
orporates a me
hanismthat is responsible for making load spe
ulation de
isionsand dete
ting memory a

ess order violations. From theperspe
tive of MDRD, when load spe
ulation is performed,a load is allowed to pro
eed ahead and a

ess VAAS beforeits potential 
on
i
t with prior stores is resolved.Suppressing memory a

ess order violations. A 
er-tain subset of memory a

ess order violations whi
h wouldbe dete
ted and reported by a me
hanism that is simplybased upon 
omparing a load address with addresses ofstores above whi
h the load has been spe
ulated 
an besafely suppressed. In parti
ular, value redundan
y 
an beused to suppress the reporting of these memory a

ess order



PC2: St R2, Addr2� � � � � �PC3: Ld R3, Addr3Value-Address Optimization Enabling Condition Existing Te
hniqueSpe
ulating Ld R3, Addr3 wrt Addr2 6= Addr3 OR In [17℄ we a
hieve this by usingSt R2, Addr2 does not 
ause a (Addr2 = Addr3 AND an expanded spe
ulative loads tablememory order violation. Value(R2) = Value(R3)) and forwarding bu�er.Figure 16: Optimization of memory a

ess order violation dete
tion.violations. The example in Figure 16 illustrates this opti-mization. Let us assume that the load at PC3 is spe
ulatedabove the store at PC2. If the addresses of the two are thesame, an address based s
heme will report a misspe
ulation.However, if the loaded value is the same as the stored value,then this misspe
ulation 
an be safely suppressed.In [17℄ we had presented a solution for in
orporating theabove optimization in a store set [2℄ based memory disam-biguator. In this solution a spe
ulated loads table is main-tained whi
h 
ontains an entry for ea
h spe
ulated load. Theentry identi�es the load, 
ontains the load address, spe
u-latively loaded value, and a sequen
e number whi
h 
ap-tures the original ordering of the memory operations. Thesequen
e numbers enable identi�
ation of the loads in thespe
ulated loads table whi
h have been spe
ulated above agiven store. If address of the store mat
hes one of these loadswe have a potential for a load misspe
ulation. If the loadedvalue mat
hes the value being stored then the misspe
ula-tion is suppressed; otherwise it is reported. The value �eldadded to the spe
ulated loads table enables the optimization.In a VAAS based supers
alar we 
an perform the above op-timization without a separate spe
ulated loads table. Forthis purpose we need to extend ea
h VAAS entry by addingtwo �elds. The �rst �eld is the AGE �eld whi
h is used tosave the sequen
e numbers. In addition, we need to knowwhether a value in a register was pla
ed by a load instru
-tion or a store instru
tion. Therefore we maintain the L/S�eld. The savings in a VAAS based implementation resultbe
ause the loaded value �eld is no longer needed as we 
annow rely upon the physi
al register �le to supply the value.The modi�ed VAAS stru
ture is shown in Figure 17. Whena store address is known, the loads in VAAS with higher se-quen
e numbers are identi�ed. Their addresses and valuesare 
ompared with the store's address and value to identifymisspe
ulated loads.Other optimizations. Now let us 
onsider the optimiza-tions presented in se
tion 2 to see how they are 
arried outin presen
e of load spe
ulation.Load-to-load forwarding. The load-to-load forwardingpro
eeds in mu
h the same way as before. However,there is one important di�eren
e. The load that sup-plies the value may now be a spe
ulated load in whi
h
ase the value that it supplies to a later load may bein
orre
t. When misspe
ulation is dete
ted re
overymust be a

omplished. One approa
h for this re
overyis to restart the exe
ution from the misspe
ulated load.

In this 
ase the later load whi
h was the forwarded anin
orre
t value is dis
arded too and exe
uted again andtherefore the re
overy fun
tions 
orre
tly. However,if the re
overy pro
ess is optimized by only exe
ut-ing those instru
tions whi
h were dire
tly or indire
tlya�e
ted by the misspe
ulated value, a more 
omplexme
hanism is needed to identify the subset of instru
-tions that must be exe
uted again. Typi
ally this isa
hieved by linking all the instru
tions through whi
ha spe
ulated value is propagated. Sin
e now load-to-load forwarding may be performed spe
ulatively, theinvolved loads must also be linked together to 
orre
tly
arry out the re
overy pro
ess.Store-to-load forwarding. As in the 
ase of load-to-loadforwarding, we 
an perform store-to-load forwardingwithout 
he
king to see if the load whi
h is the tar-get of forwarded value is being exe
uted spe
ulativelyor non-spe
ulatively. Consider the example shown be-low in whi
h there are two stores followed by a load.Let us assume that the load is spe
ulated above these
ond store. If Addr0 and Addr1 are equal, store-to-load forwarding will be 
arried from the �rst storeto the load. If later it is found that Addr2 is not thesame as Addr0/Addr1, then load spe
ulation is su
-
essful and therefore forwarding is also su

essful. Onthe other hand if Addr2 is the same as Addr0/Addr1,then a potential for misspe
ulation exists. The for-warded value is 
ompared with the value stored bythe se
ond store to determine whether the misspe
u-lation should be suppressed or reported. Either 
aseis routinely handled by the memory a

ess order vi-olation dete
tion me
hanism. Therefore store-to-loadforwarding does not require any spe
ial 
onsiderationin presen
e of load spe
ulation.PC0: St R0, Addr0� � � � � �PC1: St R1, Addr1� � � � � �PC2: Ld R2, Addr2Silent stores. Load spe
ulation has an interesting impli-
ation for dete
tion of silent stores. All silent storesthat are suppressed in absen
e of load spe
ulation 
on-tinue to be dete
ted and suppressed in presen
e of loadspe
ulation. In addition, some additional silent storesmay be dete
ted in presen
e of load spe
ulation. Con-sider the example given below where load follows astore.



VALUE

Value 1

Register number

Physical Register File

ADDRESS

Address 1

V AGE L/S

124

VAAS (Address CAM + other fields)

S

L1231

1

Value 2

Value 3 Address 3

0 − −− −

C

0

1

Figure 17: Modi�ed VAAS stru
ture.PC1: St R1, Addr1� � � � � �PC2: Ld R2, Addr2Let us assume that the load is spe
ulated above thestore. If Addr1 and Addr2 are not the same, the mem-ory a

ess order violation will 
on
lude that load spe
-ulation was su

essful. On the other hand if Addr1and Addr2 are the same two 
ases arise. If the spe
u-latively loaded value is di�erent from the stored value,misspe
ulation o

urs. On the other hand if the valuesare the same, no misspe
ulation is reported. Moreoverin this situation it is also the 
ase that the store mustbe a silent store. Therefore spe
ulative exe
ution ofthe load helps us as
ertain that the store is a silentstore. However, su
h a determination may not havebeen made if load spe
ulation had not been performed.Experimental evaluation. We have performed experi-ments to determine the extent to whi
h value reuse 
an re-du
e the number of mispredi
tions resulting from load spe
-ulation. The results are shown in Figures 18 and 19. Aswe 
an see, for an 8-issue pro
essor, the redu
tions in mis-predi
tions are substantial (12-24%). As the issue width isin
reased to 16-issue, the degree of spe
ulation performedby the pro
essor in
reases and therefore the redu
tions inmispredi
tions a
hieved by exploiting value redundan
y areeven greater.Comparison with spe
ulative value reuse te
hniques.There are two pie
es of resear
h whi
h share an important
hara
teristi
 with our work. The �rst is the work by Jour-dan et al. [6℄ whi
h exploits value reuse opportunities de-te
ted through examination of register �le 
ontents in 
ar-rying out value forwarding whi
h is predi
tive in nature.The se
ond is the work by Tullsen and Seng [19℄ on storage-less load value predi
tion. Both of the works exploit valuereuse opportunities using register �le 
ontents. Both of theabove te
hniques for reuse are spe
ulative te
hniques whi
hdo not generate memory traÆ
 to a

ess values needed toverify that spe
ulation was 
orre
tly performed. Howover,

we present a simple uni�ed solution for many optimizationtasks whi
h require similar types of information.
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Figure 18: False mispredi
tions prevented inSPECint95.
6. OTHER RELATED WORKIn se
tions 2 and 5 we have already 
ompared our workwith 
losely related non-spe
ulative and spe
ulative valuereuse te
hniques involving memory operations. In this se
-tion we 
ompare our work with other approa
hes for opti-mizing memory operations.Spe
ulative register promotion. There are two otherproposals for exploiting value-address asso
iation stru
turelike the one we have proposed [3, 4℄. However, in these worksthis stru
ture is allo
ated and hen
e exploited under 
om-piler 
ontrol. This has two impli
ations. First the 
ompile-time de
isions limit the amount of dynami
 value reuse that
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Figure 19: False mispredi
tions prevented inSPECfp95.
an be performed. Se
ond the stru
ture asso
iates addresseswith ar
hite
tural registers visible to the 
ompiler and thusvalue reuse that arises through physi
al registers is not ex-ploited. Thus, our approa
h 
an perform value reuse to agreater extent than these te
hniques.Filter 
a
he. The load-store reuse me
hanism 
an be viewedas a form of a �lter 
a
he [7℄ sin
e it is also a small stru
-ture whi
h sits in between the CPU and the L1 
a
he andredu
es the number of referen
es that are sent to the L1
a
he. However, there is an important di�eren
e. The 
on-ventional �lter 
a
hes studied in [7℄ a
hieve energy redu
tionat the 
ost of in
reased exe
ution times. However, the te
h-nique we have presented typi
ally resulted in signi�
ant re-du
tions in exe
ution time. In a related pie
e of work Yangand Gupta have developed an energy eÆ
ient implementa-tion of the load and store reuse optimizations in presen
eof load spe
ulation [20℄. While in this paper our emphasishas been on exploiting values in register �le 
ontents, [20℄fo
uses on energy redu
tion by repla
ing the CAM stru
tureby a dire
t mapped stru
ture. Therefore, unlike the 
onven-tional �lter 
a
he, the te
hnique presented in [20℄ results inredu
tions in both energy 
onsumption and exe
ution times.Compile-time load reuse. Work has also been done onaggressively optimizing load operations at 
ompile time. In[1℄ a load reuse analysis was presented and evaluated. How-ever, as mentioned in [1℄, even though very high levels ofload reuse 
an be dete
ted at 
ompile time, exploitation ofload reuse opportunities is diÆ
ult to perform be
ause itrequires a large number of ar
hite
tural registers.
7. CONCLUDING REMARKSIn this paper we have presented the design of VAAS whi
henables uni�ed implementation of several optimizations re-lated to memory operations. We rely upon the physi
alregister �le to provide data values 
orresponding to a subset

of memory addresses whose values are 
urrently resident inphysi
al registers. The design of VAAS enables us to man-age the 
ontents of physi
al register �le as another level inthe memory hierar
hy. This uni�ed implementation of sev-eral optimizations leads to a signi�
antly simpler and lessexpensive hardware design than one that uses exiting im-plementations of the same optimizations. Our experimentsindi
ate that our implementation of non-spe
ulative opti-mizations is highly e�e
tive as it eliminates memory refer-en
es due to 60% (58%) of loads in SPECint95 (SPECfp95)and 25% (22.6%) of stores in SPECint95 (SPECfp95). On anaverage over 45% of memory referen
es are eliminated dueto reuse optimizations. We have demonstrated that a VAASbased supers
alar yields substantial speedups over the base-line supers
alar whi
h has one less stage.
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