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1. Introdu
tionIn order to get high performan
e, out-of-order supers
alar pro
essors must issue load instru
-tions as early as possible without 
ausing memory order violations. One way to a

omplishthis task is to use a memory dependen
e predi
tor to guide instru
tion s
heduling. By
a
hing the previously observed load/store dependen
ies, a dynami
 memory dependen
epredi
tor guides the instru
tion s
heduler so that load instru
tions 
an be initiated early,even in the presen
e of a large number of unissued store instru
tions in the instru
tionwindow. Work in this area has produ
ed in
reasingly better results [3, 8, 7, 2℄. The prob-lem of memory disambiguation and the 
ommuni
ation through memory has been studiedextensively by Moshovos and Sohi [7℄. Dynami
 memory disambiguators proposed mainlyused asso
iative stru
tures aiming to pre
isely identify the load/store pairs involved in the
ommuni
ation. Chrysos and Emer [2℄ introdu
ed the store set 
on
ept whi
h allowed usingdire
t mapped stru
tures without expli
itly aiming to identify the load/store pairs pre
isely,yielding mu
h more eÆ
ient utilization of the predi
tor spa
e. Various patents [11, 3℄ alsoexist that are aimed at identifying those loads and stores that 
ause memory order viola-tions and syn
hronizing them when they are en
ountered. Although these te
hniques aim toeÆ
iently predi
t memory dependen
ies, redu
ing the false memory dependen
ies remainsan area whi
h still has room for improvement.False memory dependen
ies may be imposed by memory dependen
e predi
tors due tothe 
hanges in the dependen
y behavior of the program as the program exe
utes, aliasingin the predi
tor tables, or signi�
antly be
ause store instru
tions are not allowed to issuefully out-of-order. While it is possible to alleviate the e�e
ts of 
hanging program behaviorby periodi
ally dis
arding a

umulated history and aliasing by using better indexing fun
-tions or larger tables, existing te
hniques are inadequate for the elimination of the falsedependen
ies resulting from ordering of the store instru
tions. We refer to this type of de-penden
ies as store-store indu
ed dependen
ies and fo
us on the false memory dependen
iesof this type.Introdu
tion of store-store indu
ed false memory dependen
ies into the instru
tionstream by memory dependen
e predi
tors is not without a reason. Simple memory vio-lation dete
tion s
hemes yield false memory order violations when store instru
tions areallowed to issue fully out-of-order sin
e they 
annot 
orre
tly dete
t the memory order vi-olations in su
h a setting. It is the 
omplexity of memory order violation dete
tion without-of-order issuing of stores that makes memory disambiguators impose at least a partialordering of store instru
tions in the issue window [2℄. Unfortunately, su
h ordering of storeinstru
tions in the issue window 
reates false dependen
y 
hains whi
h prohibits the de-pendent load instru
tions from issuing. When the predi
tor relies only on the load/storeprogram 
ounter values, the problem be
omes a serious problem with loops that 
ontainspill 
ode as well as loops where only a few instan
es of the loop iteration are a
tually de-pendent on another iteration. This is be
ause, su
h memory dependen
e predi
tors 
annotdistinguish between multiple instan
es of the same load or store instru
tion and make su
hinstan
es dependent on ea
h other. As a result, signi�
ant amounts of instru
tion levelparallelism is lost leading to more pronoun
ed performan
e losses at higher issue widths.In this paper, we experimentally demonstrate that ordering store instru
tions in theissue window yields low performan
e for high issue out-of-order supers
alar pro
essors.2



We present a simple and e�e
tive s
heme for the dete
tion of memory order violationsthat allows full out-of-order issuing of store instru
tions in the instru
tion window. Ourte
hnique works by delaying the 
he
king for memory order violations and identifying thedependen
ies in order during retire time. On
e the pro
essor is equipped with our algorithm,we 
an allow unrestri
ted issuing of store instru
tions in the instru
tion window. Sin
e noordering of store instru
tions in the instru
tion window is imposed, no super
uous orderingof dependent loads o

urs even when we use a predi
tor that relies only on the program
ounter values of the load and store instru
tions. As a result, our approa
h signi�
antlyredu
es the false memory dependen
ies. We apply our solution to the highly su

essfulstore set memory disambiguator [2℄ and demonstrate that with a simple modi�
ation tothe predi
tor algorithm and using our pro
essor ba
k-end, we 
an greatly enhan
e theperforman
e of the algorithm at high issue widths. Furthermore, our approa
h 
an takeadvantage of the value redundan
y of store instru
tions to the same memory lo
ations,a
hieving even greater degrees of instru
tion level parallelism.The key 
hara
teristi
s of our memory violation dete
tion algorithm are:1. Our s
heme handles the problem of false memory dependen
ies e�e
tively even whenthe predi
tor relies only on load/store program 
ounter values and the store instru
-tions are allowed to issue fully out-of-order.2. It is a simple s
heme that allows out-of-order issuing of store instru
tions in theinstru
tion window without 
ausing false memory order violations.3. Finally, our approa
h takes advantage of value redundan
y of stored data values with-out expli
it value predi
tion.In the remainder of the paper, in Se
tion 2, we �rst summarize the store set algorithmand present a thorough analysis of its performan
e. We illustrate that be
ause the al-gorithm orders store instru
tions in the instru
tion window it su�ers from false memorydependen
ies in loops with spill 
ode and with o

asional dependen
ies. We demonstratethat the e�e
t of false memory dependen
ies in
reases signi�
antly as the issue width ofthe ma
hine is in
reased. In Se
tion 3, we �rst dis
uss the problem of false memory orderviolations and its relation to the false memory dependen
ies. Next, we give an analysis ofthe underlying 
auses of false memory order violations and present our novel memory orderviolation dete
tion algorithm that eliminates false memory order violations 
ompletely, andredu
es false dependen
ies signi�
antly. In se
tion 4, we present an in depth performan
eanalysis of the proposed solution and �nally we 
on
lude with a brief dis
ussion of relatedwork.2. Store Set Algorithm: Performan
e Evaluation and AnalysisThe store-set algorithm proposed by Chrysos and Emer [2℄ is a simple and very e�e
tivememory disambiguator that relies on the fa
t that the future memory dependen
ies 
an be
orre
tly identi�ed from the history of memory order violations. In this respe
t, a storeset is de�ned to be the set of store instru
tions on whi
h a load has been observed to bedependent. The algorithm starts with empty sets, and spe
ulates load instru
tions around3



stores blindly. When memory order violations are dete
ted, o�ending store and the loadinstru
tions are allo
ated store sets and pla
ed to their respe
tive sets. Sin
e a load maydepend upon multiple stores and multiple loads may depend on a single store, an eÆ
ientimplementation of the 
on
ept may be diÆ
ult. In order to use dire
t mapped stru
tures,Chrysos and Emer propose 
ertain simplifying assumptions in their implementation whi
hlimit a store to be in at most one store set at a time as well as the total number of loadsthat 
an have their own store set. Furthermore, stores within a store set are 
onstrained toexe
ute in order. With these simpli�
ations, only two dire
tly mapped stru
tures shown inFigure 1 are needed to implement the desired fun
tionality.
Load/Store PC

Store Set ID Table
   (SSIT)

SSID

Store inum

Last Fetched Store Table
(LFST)

Index

Figure 1: Store Set ImplementationWhen new load and store instru
tions are fet
hed, they a

ess the store set id table(SSIT) to fet
h their store set identi�ers (SSIDs). If the load/store has a valid SSID, itbelongs to a store set. Store instru
tions a

ess the last fet
hed store table (LFST) toobtain a hardware pointer to the last store instru
tion that is a member of the same storeset whi
h was fet
hed before the 
urrent store instru
tion. Current store instru
tion ismade dependent on this store. Following, re
ently fet
hed store instru
tion puts its own id,that is, a hardware pointer to itself, into the table. Similarly, load instru
tions are madedependent upon the store instru
tion whose id is found in the LFST table. As a result, thealgorithm orders stores within a store set in program order, but allows multiple loads to bedependent on a single store.The algorithm is reported to require modest table sizes. This is attributable to highlo
ality of memory dependen
ies as well as the algorithm's approa
h to the store set 
reation.It has been indi
ated that the algorithm performs superbly using 4K or more SSITs and 128or more entries of LFST. At an issue width of 8 instru
tions per 
y
le, the performan
e ofthe algorithm is within few per
entages of what 
an be a

omplished using an ideal memorydisambiguator whi
h has perfe
t knowledge of load and store dependen
ies.The Evaluation. We have implemented the store set algorithm as well as a base pro
essorthat implements an \ideal" memory disambiguator using the ADL language [9℄ and simu-lated the SPEC95 ben
hmarks at various issue widths. The ideal memory disambiguatoridenti�es the provider store instru
tion instan
e for ea
h of the load instru
tion instan
es.Hen
e, for a given load, the ideal disambiguator indi
ates whether or not the store instru
-tion on whi
h the load is truly dependent has been issued. The disambiguator uses memory4



address tra
es augmented with load/store sequen
e numbers to identify su
h dependen
ieswith perfe
t a

ura
y.
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Figure 2: Ma
hine Con�gurations.In order to evaluate the performan
e of the memory disambiguator, we kept the ma
hineswith ideal and store set disambiguators identi
al in all other aspe
ts ex
ept the memorydisambiguator. Both supers
alar pro
essors employ an ideal instru
tion fet
her that hasperfe
t bran
h predi
tion and delivers issue width instru
tions every 
y
le. Similarly, theissue window is a large 
entral window implementation whi
h 
an s
hedule instru
tions assoon as the data dependen
ies for an instru
tion are satis�ed. In order to show the e�e
ts ofthe predi
tor table size on the performan
e, we report the performan
e of the algorithm atboth 4K entry tables as well as 64K tables whi
h experien
e very few destru
tive aliasing.Other ma
hine parameters used in the simulations are shown in Figure 2.Our results for an 8 issue ma
hine are shown in Figures 3(a) and 3(b). These results
on�rm the published performan
e of the store set algorithm with some minor di�eren
es.Although most ben
hmarks with the ex
eption of 110.applu have been reported to performwell in the original study, we observed that all ben
hmarks show performan
e losses 
om-pared to the ideal disambiguator with the ex
eption of 107.mgrid and 145.fpppp. With4K tables, ben
hmarks 110.applu, 141.apsi, 145.fpppp and 146.wave5 demonstrate sig-ni�
ant performan
e losses. However, with 64K tables the algorithm 
losely mat
hes theperforman
e of the ideal disambiguator. Di�eren
es between our results and the publishedperforman
e of the store set algorithm are attributable to using an ideal front end as wellas using a di�erent ISA (MIPS versus Alpha) and using di�erent 
ompilers (g

 versus DEC

). On the average, the store set algorithm a
hieves over 97% of the performan
e of theideal disambiguator for 
oating point ben
hmarks and over 98% for the integer ben
hmarkswith 64K tables. With 4K tables, the 
orresponding values drop to 80% for 
oating pointben
hmarks and 96% for integer ben
hmarks.When we simulated the same ma
hine 
on�gurations for the issue widths of 16 and 32,we observed that performan
e loss as a result of non-ideal memory disambiguation be
omesquite signi�
ant (see Figures 3(
)-3(f)). Among the integer ben
hmarks, both 126.g

 and147.vortex show signi�
ant performan
e losses at an issue width of 16 and above andonly 130.li 
ontinues to perform well as the issue width is in
reased. A similar behav-ior is observed among the 
oating point ben
hmarks. With the ex
eption of 107.mgridand 125.turb3d, all ben
hmarks indi
ate signi�
ant performan
e losses 
ompared to an5
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ideal disambiguator. At an issue width of 16 and 64K tables, store set 
an a
hieve about85% and 82% of the performan
e of the ideal disambiguator for integer and 
oating pointben
hmarks respe
tively. With 4K tables, the algorithm 
an a
hieve about 69% of the idealperforman
e for integer ben
hmarks and 61% for 
oating point ben
hmarks. At an issuewidth of 32 and 64K tables, performan
e drops further to 67% and 64%. When harmoni
means are used, an additional 3 to 4% performan
e loss is observed with respe
t to the idealdisambiguator. With 4K tables, the algorithm 
an provide only 35% of the performan
eof the ideal disambiguator for 
oating point ben
hmarks and 50% for integer ben
hmarks.These results indi
ate that there is a signi�
ant room for improvement, espe
ially at issuewidths of 16 and above.The Analysis. Although the 
ost of restart in
reases as the instru
tion window is en-larged, this is not the main reason behind the poor performan
e of the algorithm at highissue widths. The algorithm experien
es performan
e losses be
ause it for
es the issuing ofstore instru
tions within a store set to be in-order. In-order issuing of the stores within astore set in turn 
auses dependent loads to issue in-order. While this restri
tion may not besigni�
ant for a number of 
ases, it 
reates signi�
ant degrees of false memory dependen
ieswith two types of loops.One of them is the 
ase where 
ertain iterations of a loop o

asionally be
ome dependenton another iteration as in the 
ase of 110.applu. The other involves loops with registerspill 
ode. In both 
ases, the algorithm essentially serializes loop iterations on
e appropri-ate store set entries are 
reated sin
e the algorithm 
annot distinguish between multipleinstan
es of the same load and store instru
tions. In this 
ase, all the instan
es of the samestore instru
tion be
ome members of the same set and are for
ed to issue in-order. Limita-tions of the algorithm be
ome more pronoun
ed at high issue widths be
ause at small issuewidths there is still ample amount of unexploited parallelism to hide the e�e
ts of serializa-tion. At large issue widths, the available parallelism in the program is already being fullyexploited. Therefore, the e�e
ts of the serialization of the operations 
annot be hidden byother operations from the pool of available instru
tions.Let us now examine in detail how the algorithm exe
utes su
h loops. In Figure 4(a), anexample loop that 
ontains spill 
ode is illustrated. When su
h a 
ode sequen
e is exe
utedusing suÆ
ient resour
es to issue more than one load operation per 
y
le, it takes onlya few iterations to be unrolled before a memory order violation o

urs. This is be
ause,when there is no dependen
y information stored in the tables, any of the loads 
an issueon
e they 
ompute their addresses. As a result, any load whi
h is truly dependent on thestore at the same iteration may issue before that store. On
e this happens, a memory orderviolation is dete
ted and the store set entries are allo
ated. From this point on, futureinstan
es of these loads and stores share the information stored in SSIT and LFST whi
hyields the dependen
e graph shown in Figure 4(b). The algorithm 
orre
tly makes a loaddependent on the proper store by means of the LFST table. However, sin
e the algorithmfor
es stores within the same store set to issue in order, for the given set of loads andstores the generated s
hedule allows at most one load instru
tion to exe
ute per 
y
le (seeFigure 4(d)). In 
ontrast, an ideal disambiguator would allow fully parallel operation of themultiple instan
es of the loop body, given suÆ
ient resour
es (see Figure 4(e)).7



LD-0

ST-0

InstructionsCycle

1

0 ST-1 ST-2 ST-3

LD-1 LD-2 LD-3
LD-0

ST-0

4

3

ST-1

LD-1 ST-2

LD-2 ST-3

LD-3 ...

InstructionsCycle

2

1

0

(d) Store-set schedule

<computation 2>

LD R1,addr1

<use of R1>

ST R1,addr1

<computation 1>

(a) Sample Spill Code

ST R1,addr1

ST R1,addr1

LD R1,addr1

LD R1,addr1

Iteration

Iteration

1

0

(c) Ideal dependence graph

ST R1,addr1

LD R1,addr1

Iteration
2

ST R1,addr1

LD R1,addr1

Iteration
3

ST R1,addr1

ST R1,addr1

LD R1,addr1

LD R1,addr1

Iteration

Iteration

1

0

(b) Store-set dependence graph

ST R1,addr1

LD R1,addr1

Iteration
2

ST R1,addr1

LD R1,addr1

Iteration
3

(e) Ideal scheduleFigure 4: Example spill 
ode and its s
heduleIn order to measure the e�e
t of the serialization on the load laten
y, we have 
ondu
tedexperiments that studied the dynami
 load laten
y and degree of load serialization. Theresults of these experiments are as follows:Dynami
 load laten
y. We measured the number of 
y
les it takes from the momenta load instru
tion is ready to issue to the moment it has the loaded value. We de�ne thisduration to be the dynami
 load laten
y. We de�ne the average dynami
 load laten
y as thearithmeti
 average of the dynami
 load laten
ies of all load instru
tions whi
h did not resultin a memory order violation. Although the dynami
 load laten
y is e�e
ted by a number offa
tors su
h as data 
a
he misses, with an ideal memory subsystem, dynami
 load laten
yis only a fun
tion of the dependen
ies imposed upon load instru
tions. In this respe
t, itis a 
umulative quantity that in
ludes both the true dependen
ies of the program as wellas s
heduling/disambiguation imposed dependen
ies. To obtain the 
ontribution of thefalsely imposed dependen
ies, we normalized the dynami
 load laten
y values by dividingit with the dynami
 load laten
y value obtained using an ideal memory disambiguator (seeFigure 5). In addition to the normalized dynami
 load laten
ies, we have 
omputed thestandard deviation of dynami
 load laten
y a
ross all load instru
tions exe
uted by theben
hmark programs both for the store set algorithm and the ideal memory disambiguator.We then normalized the standard deviation values for the store set algorithm by dividingit with the 
orresponding value of the ideal memory disambiguator (see Figure 6).As shown in Figure 5, the measurements of the normalized dynami
 load laten
ies exhibitlarge values for those ben
hmarks whi
h perform poorly whereas ben
hmarks whi
h performwell have very small values. Similar behavior is observed in the standard deviation valuesshown in Figure 6. These results are indi
ative of long 
hains of dependent instru
tions that
reate large 
u
tuations in the average load laten
y. We also observed that the harmoni
8
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mean values of the load laten
ies are uniform a
ross the ben
hmark spe
trum and quite 
loseto the ideal disambiguator. On the other hand, the arithmeti
 means show great degrees of
u
tuation, and they have the worst values for those ben
hmarks whose performan
e doesnot s
ale.Load serialization. We determined the degree of the serialization of load instru
tionsthrough load-store-store dependen
y 
hains. We measured the amount of serialization ofload instru
tions by identifying the dynami
 load instru
tions whi
h are blo
ked from issuingfor one or more 
y
les although their predi
ted provider store instru
tion is ready to issue.In Figure 7, we report the per
entage of total dynami
ally exe
uted load instru
tions whi
hhave been serialized.Measurements of the dynami
 per
entage of serialized load instru
tions also 
onsistentlysupport the previous observations. As it 
an be seen from the experimental results shownin Figure 7, the three ben
hmarks, namely, 107.mgrid, 125.turb3d, and 130.li whi
hperform well as the issue width is in
reased have very low per
entages of serialized loadinstru
tions. All the remaining ben
hmarks whi
h perform poorly at high issue widthshave signi�
ant per
entage of the load instru
tions serialized.3. Out-of-order Store Issue AlgorithmWe have shown through a detailed analysis that for high performan
e we need to allow fullout-of-order issuing of store instru
tions so that dependent load instru
tions 
an also issuefully out-of-order. Unfortunately, without at least a partial ordering of store instru
tionsin the instru
tion window the algorithm would have su�ered mu
h more signi�
ant levelsof performan
e losses be
ause of false memory order violations.False memory order violations. When the load and store instru
tions are allowed toissue fully out of order from the instru
tion window, we fa
e with a new problem. Atthe time a load instru
tion issues, it is possible that there are pre
eding store instru
tionsin the instru
tion window whi
h have not 
omputed their addresses yet. Therefore, thepro
essor has to remember that the load instru
tion has been issued spe
ulatively, and asprior store instru
tion addresses be
ome available, 
ompare those addresses with that ofthe spe
ulated load instru
tion. Su
h state about a spe
ulated load instru
tion must bekept until all pre
eding store instru
tions 
omplete their address 
omputation and theiraddresses are 
ompared with those of the spe
ulated load instru
tions. We refer to thebu�er where the state about the spe
ulated load instru
tions is kept as spe
ulative loadstable.Unfortunately, this simple me
hanism for memory violation dete
tion whi
h 
he
ks thestore address with respe
t to load addresses of the spe
ulatively issued loads when a storeinstru
tion is issued will result in false memory order violations. In this approa
h falsememory order violations o

ur be
ause this me
hanism 
annot de
isively �gure out theset of store instru
tions whi
h should parti
ipate in the memory order violation dete
tionpro
ess for a given load.To illustrate why this is the 
ase, let us re
onsider the example shown in Figure 4 andsuppose that we remove the dependen
e edges between the store instru
tions when we areusing the store set disambiguator, allowing store instru
tions to issue fully out-of-order. In10



this 
ase, a store belonging to an earlier iteration may be blo
ked whereas a store belongingto a later iteration may have a 
han
e to pro
eed. For example, in Figure 4(
) the store fromthe se
ond iteration, ST-2, may pro
eed before ST-1 whi
h belongs to the �rst iteration.When ST-2 issues it makes its dependent load LD-2 eligible to issue in the next 
y
le. WhenLD-2 issues, it gets the 
orre
t value from the forwarding bu�er. The pro
essor howeverremembers that the load has been issued spe
ulatively and makes an entry regarding thisload in the spe
ulative loads table. When the store ST-1 issues, it �nds that a load with asequen
e number greater than its own that 
omputed the same address has issued beforethe store. In this 
ase, an ex
eption is 
agged whi
h is in fa
t a false memory orderviolation. In other words, removing the store ordering in the instru
tion windowwould 
onvert all store ordering indu
ed false memory dependen
ies to falsememory order violations. On the other hand, when the memory disambiguator imposesan ordering on those stores whi
h may have the same e�e
tive address, false memory orderviolations will not be observed sin
e a load instru
tion whi
h is dependent on a later storeinstru
tion would not issue before all store instru
tions pre
eding the store instru
tion it isdependent on issue.Pre
isely dete
ting memory order violations. In order to dete
t memory order vi-olations 
orre
tly when store instru
tions are allowed to issue freely, we need to identifypre
isely the set of store instru
tions whi
h should parti
ipate in the memory order viola-tion dete
tion pro
ess. If an issuing store instru
tion is not the member of this set withrespe
t to a given spe
ulatively issued load instru
tion, we should not let this parti
ularstore instru
tion raise a memory order violation for the load instru
tion in question.
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Figure 8: Spe
ulative issuing of loadsIn order to see how we 
an identify the set of store instru
tions whi
h must parti
ipatein the de
ision pro
ess, let us 
onsider the sequen
e of store instru
tions and the loadinstru
tion shown in Figure 8(a). Given this dynami
 sequen
e of instru
tions, assume thatthe load LD-s is predi
ted to be dependent on the store ST-p whi
h is indi
ated through thedependen
e edge. In this 
on�guration, store instru
tions whi
h are above the provider storeinstru
tion ST-p should not parti
ipate in the memory order violation dete
tion pro
ess forthe spe
ulatively issued load instru
tion LD-s assuming that the addresses of ST-p and11



LD-s mat
h. Only store instru
tions whi
h follow the provider store instru
tion, namely,ST-p+1 and ST-p+2 should raise an ex
eption if they 
ompute an e�e
tive address thatis the same as the load LD-s. In other words, the provider store instru
tion splits theset of un
ompleted stores into two sets, and only the ones that follow the provider storeinstru
tion should parti
ipate in the de
ision pro
ess. In the 
ase that the load instru
tionobtains its value from the memory, all the prior stores should be involved for 
he
king thememory order violations with respe
t to the spe
ulatively issued load LD-s.One possible solution in this 
ase is to in
lude the sequen
e number of the provider store(or a spe
ial identi�er if it is memory) in the spe
ulative loads table. In this 
ase, issuingstore instru
tions may 
he
k their sequen
e numbers against the sequen
e number of theprovider as well as the sequen
e number of the load instru
tion to de
ide that if they fallinto the shaded region in Figure 8(a). If that is the 
ase and the address generated by thestore instru
tion mat
hes to that of the load, an ex
eption may be raised.A straightforward implementation of the above me
hanism leads to a 
omplex pie
e ofhardware due to the following reasons. First of all, maintaining expli
it temporal infor-mation through sequen
e 
ounters is not a trivial task be
ause 
ounters must be of �nitesize and when they over
ow, the boundary 
onditions must be properly handled. Se
ond,for any given store instru
tion the pro
essor must exe
ute the above algorithm in parallelagainst all the spe
ulatively issued load instru
tions, whi
h means that the required hard-ware must be repli
ated. Finally, exe
uting the above algorithm on the 
riti
al path of thepro
essor is very likely to slow down the pro
essor 
lo
k. Next, we present a simpler andyet more e�e
tive solution.Delayed ex
eption handling and value mat
hing. Our solution to the dete
tionproblem builds on two observations. First, the temporal information needed is impli
itlyavailable during the retire phase of the instru
tion exe
ution. In other words, if we 
an delaythe dete
tion of the memory order violations to the retire phase, we do not need to maintainthe temporal information expli
itly. Sin
e the pro
essor experien
es very few ex
eptions dueto memory order violations when equipped with a good memory dependen
e predi
tor, theadditional penalty of late restart is not high. On
e we move the dete
tion logi
 to the retirephase, memory violation dete
tion entails de
iding whether or not the provider store hasretired. If that is the 
ase, following store instru
tions are from the shaded region and theyshould 
he
k for memory ex
eptions. Of 
ourse, if the provider is the memory, the providerstore has already retired, and in this 
ase all retiring store instru
tions will be involved inthe 
he
king. Se
ond, for 
orre
tness, we do not need to identify the exa
t store instru
tionthat provided the value. We only need to verify that given a set of store instru
tions, theload has obtained the same value as the value stored by the last store instru
tion to thesame memory address. This te
hnique eliminates the need for spe
ial handling of the 
asewhere memory is the provider. Furthermore, as it will be seen shortly, this method 
an takeadvantage of the data redundan
y available in the programs. Given these observations, we
an now devise the following s
heme that works quite well:1. We delay the 
he
king for ex
eptions in 
ase of memory referen
es until the storeinstru
tion retires. 12



2. We expand the spe
ulative loads table to 
ontain a value �eld where the value the loadinstru
tion has obtained is stored.3. We allow an ex
eption bit asso
iated with the load instru
tions stored in the reorderbu�er or in spe
ulative loads table be set or reset by store instru
tions as they retire.In other words, ea
h retiring store instru
tion 
ompares the value it has stored, as wellas the address into whi
h the data has been stored, to with that of the spe
ulativeloads:If the addresses mat
h and values di�er, it sets the ex
eption bit asso
iated with theload instru
tion.If the addresses mat
h and values mat
h, it resets the ex
eption bit asso
iated withthe load instru
tion.If the addresses do not mat
h, no a
tion is taken.4. On
e the load instru
tion is ready to retire, it 
he
ks its ex
eption bit. If the bit isset, a roll-ba
k is initiated and the fet
h starts with the ex
epting load instru
tion.Otherwise, the load instru
tion's entry is deallo
ated from the spe
ulative loads table.Please note that setting and 
an
eling of ex
eption bits as store instru
tions retire inthis manner handles the problem of identifying the provider store instru
tion automati
ally.When the a
tual provider store instru
tion retires, both the address and the values willmat
h, and the ex
eption bit is reset. In other words, this instru
tion will serve as asentinel signaling the beginning of the group of store instru
tions whi
h should parti
ipate,nullifying the e�e
ts of all unrelated prior store instru
tions.Now let us re
onsider the example shown in Figure 8. Suppose that load LD-s has alreadybeen spe
ulatively issued and obtained its value from the store ST-p. Further, assume thatthe store ST-1 has now been issued and has 
omputed the same address as LD-s. Sin
e ST-1retires �rst in program order, it will raise the ex
eption bit asso
iated with the load LD-s.Any of the stores between store ST-1 and store ST-p may take the same a
tion upon anaddress mat
h and a value mismat
h. However, when �nally store ST-p retires, it will haveboth an address and a value mat
h and will reset the ex
eption. When the store ST-p+1retires, if it 
omputes the same address but the value is di�erent, this is a true ex
eption.The ex
eption will be taken when the load instru
tion retires. Please note that if any ofthe store instru
tions ST-p+1 or ST-p+2 in the shaded region have the same address aswell as the same value, no ex
eption will be raised and the ma
hine will take advantage ofthe available data redundan
y. The same observation holds for the values 
oming throughmemory.Sin
e we now have an e�e
tive solution to the problem of false memory order violations,we 
an 
ompletely eliminate false memory dependen
ies arising from store-store indu
eddependen
ies. To a
hieve this, we only need to introdu
e a small 
hange to the original storeset algorithm. We let load instru
tions be
ome dependent on the store instru
tion they �ndin the LFST table entry, but we do not 
hain the store instru
tions whi
h are members of thesame store set, allowing all the store instru
tions to issue fully out-of-order 
onstrained onlyby their own register dependen
ies. Load instru
tions however wait for the store instru
tionthat they have been predi
ted to be dependent on. Thus no load instru
tions are serialized13



unne
essarily. Although we 
ontinue to use a memory dependen
e predi
tion me
hanismthat relies only on the load and store program 
ounter values, we 
an e�e
tively handleproblems arising from multiple instan
es of the same load or store instru
tion.Taking advantage of value redundan
y. We have presented a simple te
hnique that
orre
tly indi
ates if a memory order violation has o

urred by mat
hing the value ea
hretiring store instru
tion stores with that of the spe
ulatively issued loads. Although thereis nothing novel about the 
ommon-sense te
hnique of determining 
orre
tness of spe
ulatedinstru
tions by mat
hing a
tual data values, the use of this approa
h in the 
ontext of thestore set disambiguator is unique and yields high performan
e beyond what is a
hievableby an ideal disambiguator that faithfully observes the true memory dependen
ies. A reviewof the workings of the store set algorithm should explain why.During the initial start-up, there is no information in the SSIT and LFST tables to guidethe s
heduling. Be
ause of the blind spe
ulation of loads, loads a
quire values either fromthe forwarding bu�er or dire
tly from the memory. When the a
tual store instru
tion thatthe load is truly dependent on retires with a value that is the same as the load instru
tion'svalue, the spe
ulation is su

essful and no new entries are 
reated in the SSIT and LFSTtables. In other words, the load spe
ulates and exe
utes su

essfully before thestore it is a
tually dependent on. The ma
hine will 
ontinue to spe
ulate the sameload instru
tion until a violation o

urs. On
e a violation o

urs, the load instru
tion willnot be spe
ulated further sin
e it will wait for its produ
er store. In other words, thema
hine takes advantage of the value redundan
y as long as it is bene�
ial to do so. Byspe
ulating in this manner we do not in
ur any performan
e overhead 
ompared to anaddress only approa
h. Instead, those load instru
tions that 
an take advantage of thedata redundan
y are automati
ally sele
ted by the algorithm. Although this pro
ess isnot dire
ted intelligently as in [1℄, we obtain similar bene�ts by not paying the penaltiesasso
iated with a te
hnique that spe
ulates indis
riminately. The net e�e
t of the te
hniqueis redu
ed load a

ess laten
y.In the next se
tion, we demonstrate quantitatively that for most ben
hmarks, the te
h-nique indeed redu
es the load a

ess laten
y below what is possible with an ideal disam-biguator whi
h faithfully observes the true dependen
ies.4. Performan
e EvaluationIn order to assess the performan
e potential of store set memory disambiguator with ourmodi�ed ba
k-end we have designed a series of experiments. We have fully implementedthe algorithm and exe
uted the SPEC95 ben
hmarks with their training or test inputs. Thepro
essor parameters have been kept as before (see Figure 2). In these experiments, we
ompare the performan
e of the out-of-order memory disambiguator with both the idealdisambiguator as well as the original store set algorithm when it is appropriate.Dynami
 load laten
ies. Normalized average dynami
 load laten
ies for out-of-orderdisambiguator for a 16 issue pro
essor are shown in Figure 9. It is interesting to notethat for with the ex
eption of 110.applu and 107.mgrid, all normalized dynami
 loadlaten
ies for 
oating point ben
hmarks are below 1.0 for 64 K tables. In other words, whenequipped with a large predi
tor table, out-of-order disambiguator yields better dynami
14



load laten
ies than the ideal memory disambiguator. This is expe
ted, espe
ially withthose programs with signi�
ant degrees of data redundan
y. Su
h data redundan
y o

urswhen the a
tual store instru
tion that a load is truly dependent on is data redundantwith respe
t to the stale value in the memory, or other issued but not yet 
ommittedstore instru
tions. Sin
e the ideal disambiguator makes a load wait for pre
isely the exa
tprodu
er store instru
tion, in those 
ases where the store instru
tion is data redundant itmakes the load instru
tion wait mu
h longer. Although not to the same level of uniformity,a similar behavior is observed also among integer ben
hmarks. Our te
hnique results in asigni�
antly longer dynami
 load laten
y only in 
ase of 129.
ompress. Nevertheless, the�gure is still well below of the original store set algorithm (2.23 versus 1.79). 124.mk88ksimshows an outstanding performan
e providing a dynami
 load laten
y whi
h is only a fra
tionof the ideal disambiguator (0.355). Normalized standard deviation values follow a similartrend (Figure 10) indi
ating that the su

ess of the te
hnique is uniform throughout theben
hmark's exe
ution.Another interesting aspe
t of the dynami
 load laten
ies with the out-of-order storeissuing is the behavior of ben
hmarks 101.tom
atv, 104.hydro2d and 126.g

. These ben
h-marks a
tually yield lower dynami
 load laten
ies with 4K SSIT tables than with 64 K,but not a higher IPC. The reason for this behavior is the signi�
ant degrees of aliasing inpredi
tor tables at small sizes. With a smaller table, predi
tor information about the a
tualdependen
y may be lost. When a load does not have the 
orre
t dependen
y information,it may issue at an earlier time. If this issuing of the load results in no violation be
auseof data redundan
y, average load laten
y will be redu
ed. Please note that if the dataredundan
y is 
onsistent, this will a
tually result in signi�
ant performan
e improvement.One su
h ben
hmark is 124.m88ksim, whi
h shows no sensitivity to the predi
tor table size,and yields only a fra
tion of the load laten
y of the perfe
t disambiguator. Unfortunately,su
h is not the 
ase for the above mentioned ben
hmarks. These ben
hmarks experien
e a100 fold in
rease in memory order violations with 4K tables, indi
ating that the dynami
load laten
y �gure alone may be misleading and should be used together with the numberof misspe
ulations as well as the ultimate IPC performan
e.We have performed experiments to determine the extent to whi
h the redundan
y ofdata values 
an redu
e the number of misspe
ulations resulting from load spe
ulation. Theresults are shown in Figures 11(a) and 11(b). As we 
an see, for an 8-issue pro
essor, theredu
tions in mispredi
tions are substantial (12-24%). As the issue width is in
reased to16-issue, the degree of spe
ulation performed by the pro
essor in
reases and therefore theredu
tions in mispredi
tions a
hieved by exploiting value redundan
y are even greater.Instru
tions per 
y
le. For the measurement of the instru
tions per 
y
le �gures we
ompare the harmoni
 means of the IPC values observed for the 
oating point and inte-ger ben
hmarks. When we analyze the instru
tions per 
y
le �gures, the bene�ts ofusing our approa
h be
ome in
reasingly 
lear as the issue width is in
reased. At an issuewidth of 8, the out-of-order algorithm slightly out-performs the ideal memory disambigua-tor. With 
oating point ben
hmarks, out-of-order disambiguator is better than the idealmemory disambiguator by 0.01% and with integer ben
hmarks it is better than the idealdisambiguator by about 1.8%. The out-of-order algorithm shows better performan
e thanthe original store set algorithm by 4% with both the 
oating point and integer ben
hmarks.15
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In 
ase of 124.m88ksim, out-of-order algorithm is better than both te
hniques by about18% (see Figures 12(a) and 12(b)).When we in
rease the issue width to 16, the out-of-order algorithm out-performs theoriginal store set algorithm by as mu
h as 18% with integer ben
hmarks, and 22% with
oating point ben
hmarks (see Figures 12(
) and 12(d)). The performan
e di�eren
e furtherwidens to 42% and 52% with 
oating point and integer ben
hmarks when the issue widthis in
reased to 32 instru
tions (see Figures 12(e) and 12(f)). In both 
ases, highly dataredundant 124.m88ksim 
ontinues to out-perform the ideal disambiguator and the out-of-order disambiguator 
losely follows the ideal disambiguator for other ben
hmarks, even atvery high issue widths.S
alability for di�erent table sizes. In order to further 
ompare the performan
e ofour approa
h to that of the original algorithm, we exe
uted both algorithms at predi
tortable sizes of 4K, 8K, 16K, 32K and 64K entries. We observed experimentally that the sizeof the LFST table is not 
riti
al and in these runs it was left to be suÆ
iently large.As it 
an be seen from the graphs in Figure 13(a) and Figure 13(b), the original store setalgorithm 
an out-perform our algorithm only when the original store set algorithm has a32K entry table and the out-of-order disambiguator has a 4K entry table. For both integerand 
oating point ben
hmarks, with 8K entries our algorithm always out-performs theoriginal algorithm even when the latter has 64K entry tables. When our algorithm is givena large predi
tor spa
e, it mat
hes the performan
e of the ideal disambiguator up to the issuewidth of 16, and very 
losely follows the ideal 
urve with slight performan
e loss. This smallperforman
e loss (about 10 % at an issue width of 32) originates from the 
ost of restarts.The 
ost of restarts are largely paid for by the gains we obtain through the exploitation of thedata redundan
y. Unfortunately, at these high issue widths the exploited value redundan
yis not suÆ
ient to 
ompensate for all the restart 
osts. Nevertheless, it is natural to expe
tthat our algorithm will out-perform the ideal disambiguator at all issue widths if the 
ostof restarts 
an be redu
ed by employing a me
hanism whi
h sele
tively reissues e�e
tedinstru
tions instead of squashing a window-full of instru
tions. Su
h re-exe
ution re
overyis quite feasible with memory order violations. In 
ase of memory order violations, thevalidity of the instru
tions are not questioned. Therefore, only a few instru
tions whi
huses the wrong value 
an be reissued instead of throwing away a window-full of instru
tions.We observed that when we employ smaller predi
tor tables, the performan
e gap be-tween the out-of-order disambiguator and the original store set algorithm widens further,indi
ating our su

ess in redu
ing the false memory dependen
ies. The false memory de-penden
ies were also measured dire
tly and the 
omparison of the original store set and ouralgorithm is given in Figure 14.The false memory dependen
ies are redu
ed be
ause of two reasons. The �rst reason isthe pre
iseness of our approa
h in 
reating the store sets. When a 
onventional approa
his used to dete
t the memory order violations, it may take some number of iterationsand a number of false memory order violations before the true store instru
tion that aload is dependent on is dis
overed. In our 
ase, this happens the �rst time a violation isen
ountered. Se
ond, be
ause our approa
h also takes advantage of value redundan
y, it
reates fewer number of table entries. In order to verify that this is indeed the 
ase, wemeasured the number of dynami
 instan
es of load and store instru
tions for whi
h there is17
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a mat
hing SSIT entry. We normalized this number by dividing it with the values produ
edby the original store set algorithm. The results of these experiments are shown in Figure 15.5. Implementation Issues and the Impa
t of Delayed Che
kingAn important feature of the proposed algorithm is that most stru
ture a

esses su
h asa

essing the spe
ulative loads table, 
omparing the data values and setting the ex
eptionbit are all done at the retire phase. In other words, these operations happen o� the 
riti
alpath of the pro
essor whi
h is a signi�
ant advantage for the te
hnique. We therefore believethat the impa
t of the te
hnique on the 
lo
k 
y
le time will be minimal.On the other hand, it is possible that a pro
essor implementation that implements thedelayed 
he
king will have a longer retire path than a pro
essor that does not. For a largeissue pro
essor, this 
an potentially result in a large number of instru
tions to be squashed.Fortunately, this is not so. For the range of pro
essor 
on�gurations studied, it has beenobserved that the number of ex
eptions is quite low (SPEC95 average is 0.04%). In this
ase, the bene�ts of out-of-order store issuing far out-weighs the impa
t of delayed 
he
king.6. Con
lusionWe have presented an e�e
tive me
hanism for redu
ing false memory dependen
ies whenusing a memory dependen
e predi
tor. We have shown that we 
an allow full out-of-orderissuing of store instru
tions in the instru
tion window using our memory order violationdete
tion me
hanism. We have also shown that we 
an take advantage of value redundan
yeven when we are not performing expli
it value predi
tion. Our solution is an orthogo-nal solution that 
an be utilized with other types of memory dependen
e predi
tors. Forexample, the s
heme proposed by Moshovos and Sohi based on MDPT/MDST asso
iativestru
tures [7℄ either for
es a load to wait for all dependen
es predi
ted, or, MDPT entriesare augmented to 
ontain 
ontrol 
ow information for ea
h load/store pair. Using ours
heme, there would not be any need to for
e a load to wait for all dependen
es predi
tedor any need for augmenting predi
tor entries with 
ontrol 
ow information. Similarly, ourapproa
h 
an be used together with value predi
tion te
hniques [5, 6, 4, 1℄. Spe
i�
ally, ama
hine may employ sele
tive value predi
tion to a subset of loads, whereas the remainingones would syn
hronize through the dependen
e predi
tor employing our s
heme. The veri-�
ation me
hanism our s
heme uses would work properly with value predi
tion me
hanismswithout modi�
ations.Finally, we would like to mention a study by Reinman and Calder that studied per-forman
e gains that 
an be obtained using various predi
tive te
hniques for load valuespe
ulation in
luding the store set as well as value predi
tors [10℄. Given that in theirstore-set study store instru
tions are not allowed to issue out-of-order and out-of-order dis-ambiguator presented in this paper out-performs both the original store set algorithm aswell as an ideal memory dependen
e predi
tor, further studies are needed to verify their
on
lusion that the value predi
tion out-performs all other te
hniques.21



A
knowledgmentsThe authors would like to thank George Z. Chrysos and Joel Emer for 
larifying 
ertainissues whi
h arose when we implemented the original store set algorithm.Referen
es[1℄ Brad Calder, Glenn Reinman, and Dean M. Tullsen. Sele
tive value predi
tion. InPro
eedings of the 26th International Conferen
e on Computer Ar
hite
ture, pages 64{74, May 1999.[2℄ George Z. Chrysos and Joel S. Emer. Memory dependen
e predi
tion using store sets.In Pro
eedings of the 25th International Conferen
e on Computer Ar
hite
ture, pages142{153, June 1998.[3℄ J. Hesson, J. LeBlan
, and S. Ciavaglia. Apparatus to dynami
ally 
ontrol the Out-Of-Order exe
ution of Load-Store instru
tions. US. Patent 5,615,350, Filed De
. 1995,Issued Mar. 1997.[4℄ Stephan Jourdan, Ronny Ronen, Mi
hael Bekerman, Bishara Shomar, and Adi Yoaz.Predi
tive te
hniques for aggressive load spe
ulation. In The 31st Annual IEEE-ACMInternational Symposium on Mi
roar
hite
ture, pages 216{225, De
ember 1998.[5℄ Mikko H. Lipasti and John Paul Shen. Ex
eeding the data
ow limit via value pre-di
tion. In Pro
eedings of the 29th Annual ACM/IEEE International Symposium onMi
roar
hite
ture, pages 226{237, 1996.[6℄ Mikko H. Lipasti, Christopher B. Wilkerson, and John Paul Shen. Value lo
ality andload value predi
tion. In Pro
eedings of the 6th International Conferen
e on Ar
hi-te
tural Support for Programming Languages and Operating Systems (ASPLOS-VII),pages 138{147, O
tober 1996.[7℄ Andreas I. Moshovos. Memory Dependen
e Predi
tion. PhD thesis, University ofWis
onsin - Madison, 1998.[8℄ Andreas I. Moshovos, S
ott E. Brea
h, T. N. Vijaykumar, and Gurindar S. Sohi. Dy-nami
 spe
ulation and syn
hronization of data dependen
es. In Pro
eedings of the 24thInternational Conferen
e on Computer Ar
hite
ture, pages 181{193, June 1997.[9℄ Soner �Onder and Rajiv Gupta. Automati
 generation of mi
roar
hite
ture simulators.In IEEE International Conferen
e on Computer Languages, pages 80{89, Chi
ago, May1998.[10℄ Glenn Reinman and Brad Calder. Predi
tive te
hniques for aggressive load spe
ulation.In The 31st Annual IEEE-ACM International Symposium on Mi
roar
hite
ture, pages127{137, De
ember 1998.[11℄ S. Steely, D. Sager, and D. Fite. Memory referen
e tagging. US. Patent 5,619,662,Filed Aug. 1994, Issued Apr. 1997. 22


